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JOHN GRECO 

AGENT RELIABILISM∗∗∗∗ 

In this paper I will argue for a position I call "agent reliabilism".  My strategy for doing this will be in 

two parts.  In Part One of the paper I review two skeptical arguments from Hume, and I argue that 

they require us to adopt some form of reliabilism.  The main idea is this:  Hume's arguments show 

that there is no logical or quasi-logical relation between our empirical beliefs and their evidence.  Put 

another way, the arguments show that if our evidence is indeed a reliable indication of the truth of 

our empirical beliefs, then this is at most a contingent fact about human cognition, rather than a 

function of any necessary relations, deductive or inductive, between evidence and belief.  Therefore, 

in order to avoid skepticism about empirical knowledge, we must adopt an epistemology that allows 

empirical knowledge to be based on evidence that is merely contingently reliable.  In other words, 

we must adopt some form of reliabilism. 

 In Part Two of the paper I argue that agent reliabilism solves two widely recognized problems 

for simple reliabilism, or the position that knowledge is true belief grounded in reliable cognitive 

processes.  The first is "The Problem of Strange and Fleeting Processes."  There are a number of 

counter-examples which show that simple reliabilism is too weak, since not all reliable processes give 

rise to knowledge.  Namely, strange and fleeting ones do not.  For this reason reliabilism must 

somehow restrict the kinds of process that are relevant for generating knowledge.  The second 

problem for simple reliabilism is the persistent intuition that knowledge requires subjective 

justification.  One way that this problem has been pressed against reliabilism is in the demand that 

knowers be somehow sensitive to the reliability of their evidence.  It is not enough, the objection 

goes, that one's beliefs are in fact based on reliable grounds.  Rather, one must be, in some relevant 
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sense, aware that this is so.  I will argue that agent reliabilism has resources for addressing both these 

problems.  

 If the argument of Part One is correct, then to avoid skepticism we have to be reliabilists.  If the 

argument of Part Two is correct, then we have to be agent reliabilists.  That position would 

therefore describe a general framework for any adequate theory of knowledge.  In the course of the 

discussion it will also be explained why agent reliabilism is properly conceived as a kind of virtue 

epistemology. 

 

Part One:  Skepticism and Reliabilism. 

I begin by reviewing two skeptical arguments from Hume, one concerning our knowledge of 

unobserved matters of fact and the other concerning perceptual knowledge.  Again, I will be 

claiming that Hume's arguments teach a common lesson: that there is no necessary relation between 

the truth of our empirical beliefs and their evidence.  In effect, this means that if the evidence for 

our empirical beliefs is reliable, it is at most contingently reliable.  This means, in turn, that any non-

skeptical theory of knowledge must be a version of reliabilism. 

 

1.  Hume's skeptical reasoning about unobserved matters of fact. 

Hume's skeptical reasoning about unobserved matters of fact is familiar. The standard objection to 

that reasoning is that Hume is a deductivist.  In other words, Hume insists that only deductive 

reasoning can give rise to knowledge.  In my opinion this objection misses the force of Hume's 

argument.   His reasoning does not depend on so obvious a mistake.1   

 Hume's reasoning is roughly as follows.  First, Hume claims that all empirical reasoning involves 

a principle to the effect that the future will resemble the past.  More exactly, all of our beliefs about 

unobserved matters of fact depend for their evidence on both a) past and present observations and 

b) the assumption that unobserved cases will resemble observed cases.  We may call this assumption 

the "regularity principle," because it is equivalent to saying that there is a regularity in nature.  But 

now the regularity principle is itself a belief about an unobserved matter of fact.  As such, the only 
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way that the principle could be justified is by another inference from past and present observations.  

That is, we think that observed cases are a reliable indication of unobserved cases because we have 

observed so far that nature has been regular in that way.  But this means that the only evidence we 

could have for the regularity principle must include the principle itself.  Such reasoning is blatantly 

circular, however, and therefore can not give rise to knowledge. 

 Here is a more formalized presentation of Hume's reasoning. 

(H1) 
 1. All our beliefs about unobserved matters of fact depend for their evidence  
 on a) past and present observations, and b) the assumption (A1) that  
 unobserved cases will resemble observed cases. 
 2. But (A1) is itself a belief about an unobserved matter of fact. 
 3. Therefore, assumption (A1) depends for its evidence on (A1). (1,2) 
 4.  Circular reasoning cannot give rise to knowledge. 
 5. Therefore, (A1) is not known.  (3,4) 
 6. All our beliefs about unobserved matters of fact depend on an assumption  
 that is not known. (1,5) 
 7.  Beliefs that depend on an unknown assumption are themselves not known. 
 8. Therefore, no one knows anything about unobserved matters of fact. (6,7) 

Alternatively, we can think of Hume's reasoning as having a slightly different structure.  Here the 

point is not that we do make an assumption concerning the regularity principle.  Rather, it is that 

unless we do then our evidence will not support our conclusions. 

(H2) 
 1.  Any belief about unobserved matters of fact either depends on (A1) for  
 its evidence or depends on observed cases alone. 
 2.  If the belief depends on observed cases alone then it is not adequately  
 supported.  
 3.  If the belief depends on (A1) then it is supported only by circular reasoning. 
 4.  Evidence that is not adequately supporting cannot give rise to knowledge. 
 5.  Circular reasoning cannot give rise to knowledge. 
 6.  Therefore, no belief about unobserved matters of fact amounts to knowledge.   
         (1,2,3,4,5) 

 We may now consider the standard objection to Hume's reasoning.  Why, it is asked, does 

Hume think that all empirical reasoning presupposes the regularity principle, or must do so for 

evidence about observed cases to support conclusions about unobserved cases?  The answer, 

according to the objection, is that Hume thinks the principle is needed to make empirical reasoning 

deductively valid.  So although Hume explicitly makes a distinction between demonstrative and 
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probable reasoning, he implicitly assumes that only deductive reasoning is epistemically respectable.  

Hume's assumption that the regularity principle must be involved in empirical reasoning is really an 

assumption that empirical reasoning must be deductive.2 

 But there is a problem with the standard objection.  We can see this when we notice that Hume 

states the regularity principle only in very general terms.  For example, he says that "all our 

experimental conclusions proceed upon the supposition that the future will be conformable to the 

past."3  And, "all inferences from experience suppose, as their foundation, that the future will 

resemble the past, and that similar powers will be conjoined with similar sensible qualities."4  But if 

the regularity principle is conceived only in general terms, then adding the principle to arguments 

from observed cases to unobserved cases will not make those arguments deductive.  This is because 

the principle states only that nature is regular in general.  It does not say which particular qualities 

are conjoined with which.   

 For example, consider the argument that past cases of bread have nourished me, and that 

therefore this bread will nourish me as well.  Using Hume's second formulation we have, 

(A)  
 1. In the past, in all observed cases bread has nourished me. 
 2. The future will resemble the past; similar powers will be conjoined    
 with similar sensible qualities. 
 3.  Therefore, this bread will nourish me as well. 

Clearly the second premise cannot be read as stating that the future will resemble the past in every 

respect.  That would make the principle obviously false.  But because Hume's regularity principle 

does not say how the future will resemble the past, or which powers will be conjoined with which 

sensible qualities, the argument is not turned into a deductive one by adding the principle.  A middle 

premise stating perfect regularity makes the argument a non-starter.  A middle premise stating less 

than perfect regularity makes the argument non-deductive. 

 If Hume does not insist that we need the regularity principle for the purpose of making our 

empirical reasoning deductive, then what is his point?  My suggestion is that Hume thinks the 

principle is needed to make our observations even relevant to conclusions about unobserved cases.  

Without the assumption of regularity, premises about the past and present would be irrelevant, that 
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is wholly non-supportive, of conclusions about the future.  For example, if the laws of nature can 

change, or if the universe is in general chaotic rather than regular, then a past constant conjunction 

does not make a future conjunction even likely. Another way to put the present point is as follows.  

If we do not assume the regularity principle as a premise in our reasoning, then it will be a wholly 

contingent matter whether the truth of our premises is a reliable indication of the truth of our 

conclusions.   

 This means that there are three possibilities regarding our evidence for unobserved matters of 

fact.  First, our evidence can be deductive, in which case the truth of our evidence guarantees the 

truth of our conclusions.  Second, our evidence can include the regularity principle.  In this case our 

evidence will not entail the conclusions we draw from it, but it will still be the case that, necessarily 

and in general, observed cases give some indication of unobserved cases.  Third, our evidence might 

be neither deductive nor include the regularity principle.  In this case there will be no logical or 

quasi-logical relation between the truth of our evidence and the truth of our conclusions.  If our 

evidence for unobserved matters of fact is reliable, it will only be contingently reliable. 

 I propose that the real lesson of Hume's reasoning is this:  that our evidence for unobserved 

cases is at most contingently reliable.  If we grant Hume's assumption that it must be more than this, 

then he is correct that we need something like the regularity principle as a premise in our reasoning.  

And if that is the case then the rest of his argument goes through to its skeptical conclusion.  Any 

adequate epistemology, therefore, must account for the fact that contingently reliable evidence can 

give rise to knowledge.  Put another way, any adequate epistemology must deny premise 1 of (H1).  

What should we say about (H2)?  If by "support" we mean to specify a logical or quasi-logical 

relation, something like deduction or logical probability, then an adequate epistemology must deny 

premise 4 of (H2). 

 

2.  Hume's skeptical reasoning extended to perceptual knowledge. 

The next point I want to make is that Hume's reasoning can be extended to cover observed cases as 

well as unobserved cases.  That is, an analogous skeptical argument can be constructed with regard 
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to perceptual beliefs.5  This is because our evidence for perceptual beliefs is sensory appearances, 

and the relationship between sensory appearances and the truth of our perceptual beliefs is merely 

contingent.  Consider that the perceptual faculties of different species are very different from our 

own.  As such, very different sensory appearances may indicate the same physical realities for these 

creatures.  Consider also that the way things appear to us now could have indicated different 

physical realities.  For that matter, we could have been built so that visual appearances reliably 

indicated nothing at all about objects in the world.  The point is that there is no necessary relation 

between the way things appear and the way things are.  That certain appearances reliably indicate 

certain real properties is merely a contingent fact.   

 This being so, we can construct a skeptical argument regarding perceptual knowledge which is 

analogous to the argument we saw above.  On the one hand, it would seem that perceptual 

knowledge requires that we know that sensory appearances are a reliable indication of how things 

are.  On the other hand, it is at most a contingent fact that sensory appearances do have this 

relationship to objects in the world.  But then like other contingent facts about the world, the 

assumption that sensory appearances are a reliable indication of reality is itself knowable only by 

empirical observation, and therefore depends on itself for its evidence. 

 More formally, 

(H3) 
 1. All our perceptual beliefs depend for their evidence on a) sensory appearances, and 
b) the assumption (A2) that sensory appearances are a reliable indication of reality. 

 2. But (A2) is itself a belief about a contingent matter of fact, and so ultimately  
 depends for its evidence on perceptual beliefs involving sensory appearances. 
 3. Therefore, assumption (A2) depends for its evidence on (A2). (1,2) 
 4.  Circular reasoning cannot give rise to knowledge. 
 5. Therefore, (A2) is not known.  (3,4) 
 6. All our perceptual beliefs depend on an assumption that is not known. (1,5) 
 7.  Beliefs that depend on an unknown assumption are themselves not known. 
 8. Therefore, no one has perceptual knowledge. (6,7) 

Or alternatively, 

(H4) 
 1.  Any perceptual belief either depends on (A2) for its evidence or depends on  
 sensory appearances alone. 
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 2.  If the belief depends on sensory appearances alone then it is not adequately  
 supported.  
 3.  If the belief depends on (A2) then it is supported only by circular reasoning. 
 4.  Evidence that is not adequately supporting cannot give rise to knowledge. 
 5.  Circular reasoning cannot give rise to knowledge. 
 6.  Therefore, no perceptual belief amounts to knowledge.  (1,2,3,4,5) 

 

 I take it that (H3) and (H4) teach the same lesson as (H1) and (H2).  Namely, that the evidence 

for our empirical beliefs is only contingently reliable.  If knowledge requires more than this, then we 

need something like A2 as part of our total evidence.  This would  establish the needed relation 

between sensory appearances and perceptual beliefs, thereby making our total evidence necessarily 

reliable.   The relation would not be deductive, since A2 should be taken in the same way as the 

regularity principle: it says only that in general, the way things appear is a reliable indication of the 

way things are.  Moreover, A2 says that sensory appearances are a reliable indication of the way 

things are-- it does not say that appearances guarantee the way things are.  Nevertheless, adding A2 

to our total evidence would establish a quasi-logical relationship sufficient to make our evidence 

necessarily reliable.  It would make it the case that, necessarily, something's appearing a particular 

way gives some indication that it is that way.  

 However, we had better not say that knowledge does require this.  For if we require that A2 

functions as a premise in our total evidence, then we must also require that the premise be known.  

But we are at a loss as to how A2 could be known, given that A2 would depend on itself for its 

evidence, and given that circular reasoning cannot give rise to knowledge.  Again, any adequate 

epistemology must allow that evidence can be merely contingently reliable.  Put another way, any 

adequate epistemology must deny premise 1 of (H3) and premise 4 of (H4). 

 Before leaving this section it will be useful to consider an alternative diagnosis of (H3) and (H4).  

It might be suggested that the arguments trade on a particular understanding of sensory 

appearances.  Namely, the arguments assume that sensory appearances are merely causal antecedents 

to belief, themselves devoid of any conceptual content.  On this assumption, when an object 

appears to a person through the senses, the person's sensory experience does not represent the 
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object as being of a particular kind, or as having particular properties.  Rather, the experience is only 

a causal antecedent to a belief that first represents the object that way.  It is only on this 

characterization of sensory appearances, the objection goes, that premise 1 of (H3) and premise 2 of 

(H4) seem plausible.  For sensory appearances, so conceived, cannot be in the "logical space of 

reasons."  If all seeing is "seeing as," however, then it is plausible that sensory appearances alone do 

make probable beliefs about objects in the world.  For example, a sensory appearance with the 

conceptual content that some object is an apple tree, makes probable the perceptual belief that the 

object is an apple tree, and without needing the additional assumption that sensory appearances are 

a reliable guide to reality.  Let us call sensory appearances conceived as having only phenomenal 

content "thin experience," and appearances conceived as having conceptual content "thick 

experience."  The present objection is that (H3) and (H4) depend on characterizing sensory evidence 

as thin experience. 

 It seems to me that we should characterize perceptual evidence in terms of thick experience, if 

only because this seems to be the more adequate account phenomenologically. But whatever the 

merits of this account of sensory appearances, it is important to see that it does not touch Hume's 

argument.  This is because the argument goes through even if we think of sensory appearances as 

thick.  To see that this is so assume that sensory appearances are thick.  When a person sees an apple 

tree she sees it as an apple tree, this being understood to involve both a phenomenal aspect and a 

conceptual aspect, the latter with the content that the object is an apple tree.  On this assumption, 

sensory appearances are always sensory "takings" or "seemings"; to have a sensory experience of an 

apple tree is not only to be appeared to phenomenally in a particular way, but to take the object 

appearing to be an apple tree.  Of course not only apples trees can be seen as apple trees in this 

sense.  A cherry tree might seem to be an apple tree, especially if one is not good at discriminating 

cherry trees from apple trees.  Similarly, an apple tree might seem to be something else, for example 

a man at the far end of a darkened field.  But in any case, on this view sensory appearances come 

interpreted-- they must be understood as having a phenomenal content, but they have conceptual 

content as well. 
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 Even so, there is no necessary relation between there appearing to be an apple tree 

(understanding sensory appearances now as thick) and there being an apple tree, without the 

assumption that, at least in general, the way things appear is a reliable indication of the way things 

are.  Alternatively, there is no necessary relation between there "seeming visually" to be an apple tree 

and there being an apple tree, without the assumption that the way things seem visually is generally a 

reliable indication of the way things are.  Are such assumptions true?  Every indication we have 

about our perceptual powers is that they are true.  But Hume's point in (H3) and (H4) is not to 

challenge the truth of these assumptions.  Rather, his point is that if the assumptions are truths then 

they are contingent truths.  If it is true that the way things seem to be via the senses is a reliable 

indication of the way things are, then this is a contingent truth about our cognition and the world.  

But if this kind of assumption is a contingent matter regarding the way the world is, then our 

evidence for it must involve empirical observation.  In other words, our evidence for this sort of 

assumption must itself be grounded in sensory seemings, and therefore in the assumption that 

sensory seemings are a reliable indication of the way things are.   

 This suggests that Hume's arguments can be taken in either of two ways.  We can interpret the 

arguments as being about sensory appearances understood as having only phenomenal content.  In 

this case the problem is that my beliefs about the world depend for their evidence on the way things 

appear phenomenally, but appearances so conceived cannot support those beliefs.  But we can also 

interpret Hume's arguments as being about sensory seemings or takings.  Now the problem is that 

my beliefs about the world depend for their evidence on the way things seem to be via the senses, 

but appearances so conceived still have no necessary relation to my beliefs all by themselves.  In 

both cases we need to add an assumption in order to make the relevant appearances function as 

evidence for beliefs about the world.  And in both cases there seems to be no non-circular 

justification for the required assumption. 

 

3.  The persistence of the Humean problematic. 
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According to the Humean problematic, we need the regularity principle as part of our evidence 

because we need there to be a necessary relation between our evidence and our beliefs about 

unobserved cases.  Likewise, we need assumption A2 as part of our evidence, because we need there 

to be a necessary relation between our evidence and our perceptual beliefs.  But why do we need a 

necessary relation between evidence and belief?  Isn't this requirement a throw back to rationalism, 

and only slightly more plausible than the deductivism that we said Hume's reasoning avoids?  On the 

contrary, there is a far more commonplace motivation for thinking that just such a relation is 

required for knowledge.  Namely, it would seem that knowledge requires that one be sensitive to the 

reliability of one's evidence.  But if there is no necessary relation between evidence and belief, then it 

is hard to see how one could be so sensitive. 

 To see the plausibility of the alleged requirement on knowledge, consider two cases of inferring 

a mathematical theorem from axioms.  In the first case, a student knows that the axioms are true 

and believes the theorem on the basis of valid deductive reasoning.  In the second case, another 

student also knows that the axioms are true, but believes the theorem on the basis of reasoning that 

is fallacious.  Clearly the first student knows that the theorem is true and the second student does 

not.  But why?  The overwhelmingly plausible answer is that the first student "sees" the relationship 

between the axioms and the theorem.  In other words, she can see that if the axioms are true, then 

the theorem must be true as well.  The second student has reasoned fallaciously, however.  She does 

not see the relationship between the truth of the axioms and the truth of the theorem, although she 

might think she sees it. 

 Next consider two cases of reasoning about a matter of fact.  In the first case a mechanic sees 

green liquid dripping from the front of a car and infers that the car's radiator is leaking.  In the 

second case a person not very familiar with automobiles sees the same thing and draws the same 

conclusion.  Certainly one relevant feature of the cases is that the mechanic knows that dripping 

green liquid is a reliable indication of a leaking radiator.  Again, the mechanic is aware of the 

relationship between the truth of her premises and the truth of her conclusion.  Suppose that the 

second person believes that dripping green liquid is a reliable indication that his radiator is leaking, 
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but has no knowledge that this is so.  We may imagine that the belief is a guess, or that it is the result 

of an unclear and unreliable memory. There is a strong inclination to say that this second person 

does not know that his radiator is leaking.  And again, the plausible explanation is that he lacks an 

adequate understanding of the reliability of his evidence.   

 It would seem, therefore, that knowledge requires sensitivity to the reliability of one's evidence.  

But if there is no necessary relation between one's evidence and the conclusions one infers from it, 

then it is hard to see how this sensitivity is possible.  Notice that there is no clear problem in the 

mathematical case.  There the relation between axioms and theorem is necessary.  It is one of 

entailment, and so it is plausible to say that one can "see" the relation, by means of something like a 

logical intuition.  But how can one "see" that dripping green liquid indicates a leaky radiator?  This is 

at most a contingent fact, and so not a candidate for anything like logical intuition.  Of course the 

relationship between empirical evidence and empirical belief would not be contingent if that 

evidence included something like the regularity principle.  As we saw above, this would establish a 

non-deductive necessary relation between past observations and conclusions about unobserved 

cases.  But including the regularity principle in our evidence leads us right back to the Humean 

problematic. 

 In this way we come upon a seemingly intractable skeptical dilemma.  If something like the 

regularity principle and A2 are not included in our empirical evidence, then the relationship between 

our empirical evidence and our empirical beliefs is merely contingent.  Therefore we cannot be 

sensitive to the reliability of our empirical evidence, and skepticism follows on that account.   If 

something like the regularity principle and A2 are included in our empirical evidence, then such 

principles must be known to be true.  But such principles are themselves empirical, and therefore 

can not be reasoned to in a non-circular way.  Therefore our empirical beliefs depend on evidence 

that is not known to be true, and skepticism follows on that account.   

 The Humean problematic that is expressed in the above dilemma is a powerful one.  To see how 

persistent it is, we may review the way that it occurs in two recent authors.  First, consider a 
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discussion by Richard Fumerton, who is as clear as anyone about endorsing a "sensitivity" 

requirement on knowledge.  Fumerton endorses the following Principle of Inferential Justification. 

 
(PIJ)  To be justified in believing one proposition P on the basis of another proposition E, one 

must be (1) justified in believing E and (2) justified in believing that E makes probable P.6 

Now let us assume that propositions of the form "E makes probable P" are contingent when they 

are about empirical evidential relations, and that therefore their own justification cannot be non-

inferential.  It is clear that on this assumption PIJ leads straight to skepticism.  Consider the 

following skeptical argument. 

 

(PIJ-A) 
 1. Suppose that some person S is inferentially justified in believing some  
 proposition P on the basis of empirical evidence E. 
 2.  Suppose PIJ: To be justified in believing one proposition P on the basis of  
 another proposition E, one must be (1) justified in believing E and (2)  
 justified in believing that E makes probable P. 
 3. Assumption: Where E designates empirical evidence, propositions of the  
 form "E makes probable P" do not have non-inferential justification. 
Therefore, 
 4. S is inferentially justified in believing E makes probable P.  (1,2,3) 

But then by another application of PIJ we have, 

 
 5. For some E', S  is inferentially justified in believing E' makes probable (E  
 makes probable P). (2, 3, 4) 

What are we to say about  the justification of this latest belief?  By another application of PIJ we 

have, 
 6. For some E'', S is inferentially justified in believing E'' makes probable (E'  
 makes probable (E makes probable P)). (2, 3, 5) 

And so on ad infinitum.  But on the assumption that no one can be justified in believing an infinite 

series of increasingly complex propositions, we may draw the conclusion, 

 7. No one is inferentially justified in believing any proposition.  (2, 3, 6) 

 Fumerton sees the skeptical consequences of our assumptions clearly.  He therefore concludes 

that there are only three alternatives available: either a) give up PIJ in favor of a theory such as 
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reliabilism, which does not endorse PIJ's second clause, b) accept radical skepticism, or c) hold that 

propositions of the form "E makes probable P" can be non-inferentially justified. 

 
I will put my tentative conclusion as starkly as I can.  If you are an inferential internalist, that 
is, you accept the second clause of the principle of inferential justification, then you must 
hold that in the sense relevant to epistemology, making probable is an internal relation 
holding between propositions, and that one can be directly and immediately acquainted with 
facts of the form 'E makes probable P.'  Otherwise, you must embrace massive skepticism 
with respect to the past, the external world, the future, and other minds.7 

Moreover, Fumerton sees that the only way to hold that probability relations are known non-

inferentially is to hold that such relations are necessary. 

 
If one defines epistemic probability in terms of frequencies, then the inferential internalist 
faces a virtually insurmountable problem in the attempt to stave off local skepticisms.  
Nondeductive epistemic principles on a frequency interpretation of epistemic probability are 
certain to be very complex contingent truths, and even the most daring foundationalist will 
be unwilling to claim direct or immediate awareness of the frequencies that must obtain in 
order to make them true.8 

 
Is there any other way of avoiding relatively massive skepticism for the inferential internalist?  
It seems to me that the answer is yes only if we can understand the concept of nondeductive 
epistemic probability as being much more like the concept of entailment, and can 
subsequently convince ourselves that epistemic principles are necessary truths knowable a 
priori.9 

 

 It seems to me, however, that the alternatives are even narrower than Fumerton supposes.  For 

it is entirely implausible that propositions of the form "E makes probable P", where the evidence is 

empirical,  could be necessary truths, and therefore knowable a priori.  Fumerton thinks that the 

question hinges on the way we understand the epistemic probability involved in such propositions.  

On some conceptions of probability, Fumerton agrees that it is entirely implausible that propositions 

of the form "E makes probable P" express necessary truths.  But on other conceptions, such 

propositions express analytic truths, or perhaps synthetic necessary truths.  The problem is, 

however, that knowledge requires sensitivity to reliability, and these latter kinds of probability do not 

imply reliability.  In the end, no kind of probability will do all the work that Fumerton needs it to do.   



  14 

 In fact, Fumerton worries that this might be the case.10  I am arguing that it is definately the 

case.  Here is why.  Let us say that a kind of probability is "subjective" if it does not imply reliability.  

An example would be an epistemic rationality concept of probability, where to say that evidence E 

makes it rational to believe proposition P does not imply that E's being true is a reliable indication 

that P is true.  Let us call a kind of probability "objective" if it does imply reliability.  An example of 

this kind of probability is statistical probability; to say that a body of evidence makes a belief 

probable in this sense does imply that the evidence is a reliable indication that the belief is true.  And 

now the problem is this:  If we think of probability as subjective, then it is plausible that 

propositions of the form "E makes probable P" can be necessary truths, and so knowable non-

inferentially.  However, knowledge of subjective probability relations will not involve an awareness 

of the reliability of one's evidence.  If we think of probability as objective, then knowledge that "E 

makes probable P" does give one knowledge that E is a reliable indication of P.  However, it will 

now be entirely implausible that such  propositions are necessary, and so knowable non-inferentially.  

That is, it will be implausible so long as empirical evidence does not include something along the 

lines of A2 and the regularity principle above.  But if we hold that empirical evidence does include 

those, then we will be on the other horn of Hume's dilemma.  

 I turn next to essentially the same problem in Robert Audi's account of indirect justification.  

Audi is another philosopher who endorses a sensitivity requirement on knowledge.  He writes,  

 
It has been suggested above that when S believes p for a reason, r, he believes p in light of r, 
not merely because of it, and that he must in some way see r as supporting p. . . .  I propose, 
then, a disjunctive connecting belief requirement:  where r is a reason for which S believes p, 
there is a connecting relation, specifically, a support relation, C, such that either S believes C 
to hold between r and p, or S believes something to the effect that r bears C to p.11 

In the context of our present discussion the relevant question to ask is this: How are we to 

understand the support relation?   Do connecting beliefs state necessary truths about some 

subjective, non-truth-related notion of support, or do connecting beliefs express an objective truth-

relation, capable of grounding reliability?  Audi's main concern is to avoid requiring connecting 
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beliefs that knowers do not typically have.  As a result, he deliberately keeps the answer to our 

question wide open. 

 
Now this relation may be as conceptually elementary as implication (though presumably not 
material implication); S may believe implication to hold between r and p by simply taking r 
to be such that if r, then p. . . .  C may also be confirmation, justification, probabilistic 
implication, entailment, explanation, evidencing, indication, and so on. There is room, then, 
for a huge variety of both de re and de dicto beliefs to make the appropriate connection, for 
S, between r and p.12 

The problem here is that Audi's connecting relations give rise to the same dilemma as Fumerton's 

probability relations.  If a connecting relation is subjective, then it is plausible that it is necessary and 

can be known to hold non-inferentially.  But in that case knowledge that the relation holds will not 

give insight into the reliability of one's reasons.  If a connecting relation is objective, then knowing 

that it holds will give insight into reliability, but it will be entirely implausible that it is necessary and 

can be known non-inferentially.  And in that case Audi's account of indirect justification will issue in 

a regress (or circle) of connecting beliefs.  As with Fumerton, no connecting relation C can do all the 

work that Audi needs it to do if he is to avoid the Humean problematic. 

 

4.  Generic reliabilism. 

The above discussion strongly motivates reliabilism as a theory of knowledge and evidence.  This is 

because reliabilism denies that evidential relations must be necessary, and denies that one must know 

that one's evidence is reliable.  Remember, simple reliabilism is the view that knowledge is true belief 

grounded in reliable cognitive processes.  The main idea is that knowledge is produced by cognitive 

processes that "get things right" or are "accurate" a good deal of the time.  If forming a certain kind 

of belief on a certain kind of evidence constitutes such a process, it does not matter that the 

evidence is only contingently reliable.  Put another way, simple reliabilism makes de facto reliability 

the grounds of positive epistemic status; it makes no difference whether one's evidence is 

contingently reliable or necessarily reliable.  Moreover, it does not matter whether a believer knows 

that her evidence is reliable, or is justified in believing that it is, or is in any way aware that it is.   
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 However, just this advantage of generic reliabilism gives rise to a problem with the view. As we 

have seen, there is a powerful intuition that knowledge does require that the knower have some kind 

of sensitivity to the reliability of her evidence.  Sometimes this intuition is expressed by insisting that 

knowledge requires subjective justification.  It is not enough that one's belief is formed in a way that 

is objectively reliable; one's belief must be formed in a way that is subjectively appropriate as well.  

The problem with simple reliabilism's answer to Hume is that it simply ignores this powerful 

intuition.   On the other hand, we have seen that trying to accommodate the intuition lands us right 

into Hume's problematic.  So what is an epistemologist to do?  My suggestion is that we should 

accommodate the intuition that knowledge requires sensitivity to the reliability of one's evidence, 

that knowledge must be subjectively appropriate in this sense.  But we should cash out this idea in a 

way that does not involve knowledge of reliability, or even beliefs about reliability.   This would 

allow us to deny essential assumptions of Hume's skeptical reasoning, but without denying that 

knowledge requires sensitivity to the reliability of one's evidence.  Below I will argue that agent 

reliabilism has the resources for doing just this.    

 A second, related problem with simple reliabilism is "The Problem of Strange and Fleeting 

Processes."  Put simply, simple reliabilism is too weak because some reliable processes (strange and 

fleeting ones) do not give rise to knowledge and justified belief.  Here are three examples of reliable 

yet epistemically inefficacious processes.  First, consider "The Case of the Epistemically 

Serendipitous Lesion."13  Imagine that there is a rare sort of brain lesion, one effect of which is to 

cause the victim to believe he has a brain lesion.   

 
Suppose, then, that S suffers from this sort of disorder and accordingly believes that he 
suffers from a brain lesion.  Add that he has no evidence at all for this belief: no symptoms 
of which he is aware, no testimony on the part of physicians or other expert witnesses, 
nothing.  (Add, if you like, that he has much evidence against it; but then add also that the 
malfunction induced by the lesion makes it impossible for him to take appropriate account 
of this evidence.)  Then the relevant [cognitive process] will certainly be highly reliable; but 
the resulting belief-- that he has a brain lesion--will have little by way of warrant for S.14 
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 As a second example, consider "The Case of the Absurd Reasoner."  Having little understanding 

of biology, but fascinated by deterministic explanations of human behavior, Charles reasons as 

follows.  If he witnesses two people order the same fruit drink on the same day, he concludes on 

that basis that they are genetically related.  As it turns out, his whimsical reasoning process is 

perfectly reliable, since everyone is genetically related. 

 Finally, consider "The Case of the Helpful Demon."  Rene thinks he can beat the roulette tables 

with a system he has devised.  Reasoning according to the Gambler's Fallacy, he believes that 

numbers which have not come up for long strings are more likely to come up next.  However, 

unlike Descartes' demon victim, our Rene has a demon helper.  Acting as a kind of epistemic 

guardian angel, every time Rene forms a belief that a number will come up next, the demon arranges 

reality so as to make the belief come out true.  Given the ever present interventions of the helpful 

demon, Rene's belief forming process is highly reliable.  But this is because the world is made to 

conform to Rene's beliefs, rather than because Rene's beliefs conform to the world. 

 These examples of strange but reliable processes show that simple reliabilism is too weak.  More 

exactly, it would seem that not just any reliable cognitive process can give rise to positive epistemic 

status.  That in turn raises the question of what the appropriate restriction should be.  How can 

simple reliabilism be revised so as to exclude these strange cases as counting for knowledge and 

justified belief? 

 

Part Two:  Agent Reliabilism. 

The burden of the next two sections is to show that agent reliabilism can solve both of the above 

problems for simple reliabilism.  In both cases the problem is solved by adopting a feature of virtue 

theory in ethics.  Accordingly, a second theme of these sections will be that agent reliabilism is 

properly conceived as a kind of virtue epistemology.  I begin with the second problem first. 

 

1.  The Problem of Strange and Fleeting Processes. 
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The problem of strange and fleeting processes shows that simple reliabilism is too weak.  Reliabilism 

must somehow restrict the kind of reliable process that is able to ground knowledge, so as to rule 

out processes that are strange or fleeting. The way to do so is suggested in the following passage 

from Ernest Sosa, where he is considering how a certain move made by virtue ethics might be 

fruitfully adopted in epistemology. 

 
In what sense is the doctor attending Frau Hitler justified in performing an action that brings 
with it far less value than one of its accessible alternatives?  According to one promising 
idea, the key is to be found in the rules that he embodies through stable dispositions.  His 
action is the result of certain stable virtues, and there are no equally virtuous alternative 
dispositions that, given his cognitive limitations, he might have embodied with equal or 
better total consequences, and that would have led him to infanticide in the circumstances.  
The important move for our purpose is the stratification of justification.  Primary 
justification attaches to virtues and other dispositions, to stable dispositions to act, through 
their greater contribution of value when compared with alternatives.  Secondary justification 
attaches to particular acts in virtue of their source in virtues or other such justified 
dispositions. 

 
The same strategy may also prove fruitful in epistemology.  Here primary justification would 
apply to intellectual virtues, to stable dispositions for belief acquisition, through their greater 
contribution toward getting us to the truth.  Secondary justification would then attach to 
particular beliefs in virtue of their source in intellectual virtues or other such justified 
dispositions.15 

Relevant to present purposes is Sosa's suggestion for a restriction on reliable cognitive processes; it 

is those processes that have their bases in the stable and successful dispositions of the believer that 

are relevant for knowledge and justification.  Just as the moral rightness of an action can be 

understood in terms of the stable dispositions or character of the moral agent, the epistemic 

rightness of a belief can be understood in terms of the intellectual character of the cognizer.   

 Sosa names this approach "virtue epistemology," since the stable and successful dispositions of a 

person are appropriately understood as virtues. 

 
For example, it may be one's faculty of sight operating in good light that generates one's 
belief in the whiteness and roundness of a facing snowball.  Is possession of such a faculty a 
"virtue"?  Not in the narrow Aristotelian sense, of course, since it is no disposition to make 
deliberate choices.  But there is a broader sense of "virtue," still Greek, in which anything 
with a function-- natural or artificial-- does have virtues.  The eye does, after all, have its 
virtues, and so does a knife.  And if we include grasping the truth about one's environment 
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among the proper ends of a human being, then the faculty of sight would seem in a broad 
sense a virtue in human beings; and if grasping the truth is an intellectual matter then that 
virtue is also in a straightforward sense an intellectual virtue.16  

In this regard Sosa cites Plato's Republic, Book I, where Plato says that vision is the virtue of the 

eyes and hearing the virtue of the ears.17  But whatever the terminology we adopt, the important 

point is that the move solves the problem of strange and fleeting processes.  For the cognitive 

faculties and habits of a believer are neither strange nor fleeting. They are not strange because they 

make up the person's intellectual character-- they are part of what make her the person that she is.  

They are not fleeting because faculties and habits by definition are stable dispositions-- they are not 

the kind of thing a person can adopt on a whim or engage in an irregular fashion.   

 On the present view knowledge and justified belief are grounded in stable and reliable cognitive 

character.  Such character may include both a person's natural cognitive faculties as well as her 

acquired habits of thought.  Accordingly, innate vision gives rise to knowledge if it is reliably 

accurate.  But so can acquired skills of perception and acquired methods of inquiry, including those 

involving highly specialized training or even advanced technology.  So long as such habits are both 

stable and successful, they make up the kind of character that gives rise to knowledge. 

 We may now explicitly revise simple reliabilism as follows:  A belief p has positive epistemic 

status for a person S just in case S's believing p results from stable and reliable dispositions that 

make up S's cognitive character.  Again, I call this position "agent reliabilism," because the 

dispositions referred to in the definition are dispositions that make up agent character.  As such, the 

definition makes the reliability of agents central to the analysis of knowledge and justified belief. 

 I have been arguing that agent reliabilism solves the problem of strange and fleeting reliable 

processes, and as such constitutes an improvement over simple reliabilism.  We may briefly note that 

the position has the same advantage over several other versions of reliabilism, such as method 

reliabilism, social practice reliabilism, and evidence reliabilism.   For with each of these other views, 

it is possible to imagine cases where the specified seat of reliability is fleeting, and therefore cases 

where the view rules incorrectly that there is knowledge.  For example, we can imagine cases where 

a person bases her belief on evidence that is perfectly reliable, but where there is no corresponding 
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disposition to form beliefs on evidence of a relevant kind.  In the isolated case where the person 

happens to use evidence that is in fact reliable, it seems incorrect to call the result knowledge.  

Similarly, we can imagine that a person adopts a perfectly reliable method, but on a whim.  Where 

there is no corresponding disposition to employ the method, it seems wrong to say that the person 

has knowledge by employing it in an isolated incident.  This is because in each case the method, or 

the practice, or the adoption of particular evidence amounts to a fleeting process.  The belief is 

formed by a reliable process, but there is a sense in which the reliability of the process is accidental 

from the believer's point of view.  

 In each case the above problem can be solved if the view is revised so as to require a disposition 

to use the process in question.  But then the view would become a version of agent reliabilism.  

Since the relevant dispositions would be properties of agents, such a revision would have the effect 

of requiring agent reliability.  For example, consider William Alston's social practice reliabilism.18  If 

social practices are defined independently of people's dispositions to engage in them, then the view 

is subject to counter-examples as described above: it will be possible that agents adopt practices in 

isolated incidents, or on a whim, etc.  But if social practices are by definition dispositions to act in 

certain ways, then it will be impossible for an agent to engage in a reliable social practice without 

having a reliable cognitive character.  It is clear that Alston means to define a practice in the second 

way.  He writes, "A doxastic practice can be thought of as a system or constellation of dispositions 

or habits, or to use a currently fashionable term, 'mechanisms', each of which yields a belief as 

output that is related in a certain way to an 'input'."19  But again, on this second version of the view, 

social practice reliabilism becomes a version of agent reliabilism, with further details about the 

nature of cognitive dispositions.  In effect, it says that knowledge and justified belief are grounded in 

the reliable dispositions of agents, and these are to be understood in terms of reliable social 

practices. 

 This means that agent reliabilism is sufficiently general to admit of many versions, depending 

primarily on how one fills in the details regarding the nature of reliable agent character.  As such the 
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position constitutes a general framework for a theory of knowledge, rather than a detailed position 

regarding the analysis of knowledge, positive epistemic status, and related notions. 

 

2.  The Problem of Subjective Justification. 

Our next task is to show how agent reliabilism can solve the problem of subjective justification.  

That is, the view has the resources for defining the relevant sense in which knowledge must be 

subjectively appropriate as well as objectively reliable.  As we saw above, the kind of subjective 

justification at issue essentially involves a sensitivity to the reliability of one's evidence.  In cases 

where S knows that p is true on the basis of evidence E, S must be appropriately sensitive to the fact 

that E constitutes a reliable indication that p is true.   

 My proposal is that we can understand the relevant kind of subjective justification in terms of 

the knower's dispositions to believe.  More exactly, subjective justification can be understood in 

terms of the dispositions a person manifests when she is thinking conscientiously-- when she is 

trying to believe what is true as opposed to what is convenient, or comforting, or fashionable.   

 The proposal then is this:  

 
(VJ) A belief p is subjectively justified for a person S (in the sense relevant for having 

knowledge) if and only if S's believing p is grounded in the cognitive dispositions that S 
manifests when S is thinking conscientiously.  

    

A few comments are in order.  First, by "thinking conscientiously" I do not mean thinking with an 

explicitly voiced purpose of finding out the truth.  Neither do I mean thinking with this as one's sole 

purpose.  Rather, I intend the usual state that most people are in as a kind of default mode-- the 

state of trying to form one's beliefs accurately.  One might say "thinking honestly" instead, and this 

is intended to oppose such modes as trying to comfort oneself, trying to get attention, and being 

pig-headed.  The latter, we might say, reflect epistemic vices rather than virtues. 

 Second, (VJ) does not equate justified belief with conscientious belief.  This is because a person 

might be conscientious in believing that something is true without manifesting the dispositions she 
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usually does in conscientious thinking.  For example, a father might sincerely try to discover the 

truth about a son accused of bad behavior, and yet nevertheless violate norms of good reasoning he 

would usually manifest when thinking conscientiously-- in this case his good judgement is 

undermined by affection for his child, and despite himself.  In a similar fashion, someone might try 

too hard to get at the truth, thereby failing to manifest the good habits that he typically does.   In 

such cases we say that the person out thinks himself, similar to the way players can press too hard in 

sports.   

 Third, this way of understanding subjective justification continues to follow Sosa's advice that 

we look to virtue theory when doing epistemology.  One way it does this is to reverse the usual 

direction of analysis between virtuous character and justified belief.  Non-virtue theories try to 

analyze virtuous character in terms of justified belief, defining the former in terms of dispositions to 

achieve the latter.  I am following Sosa's suggestion that we do things the other way around, defining 

justified belief in terms of virtuous character.  Virtuous character is then defined in terms of 

successful and stable dispositions to form belief.  A long tradition suggests that the virtuous is also 

properly motivated.  This is captured in the present proposal by the reference to conscientious 

thinking.  Virtuous belief is associated with the dispositions a person manifests when she is sincerely 

trying to believe what is true, i.e when she is properly motivated to believe what is true.  

 And now here is the main point for our present purposes.  The dispositions that a person 

manifests when she is thinking conscientiously are stable properties of her character, and are 

therefore in an important sense hers.  Accordingly, in an important sense a belief that satisfies the 

conditions laid down by (VJ) will be subjectively appropriate-- it will be well formed from the point 

of view of the person's own character and motivations.  Even more importantly, this kind of 

subjective appropriateness captures the sense in which knowers must be sensitive to the reliability of 

their own evidence.  Namely, evidence that generates knowledge does so in a way that is grounded 

in the knower's cognitive character; specifically, the character she manifests when she is motivated 

to believe the truth.   In cases of empirical reasoning knowers are disposed to form beliefs about 

unobserved matters of fact on the basis of inferences from prior observations.  In cases of 
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perceptual knowledge they are disposed to form perceptual beliefs directly on the basis of sensory 

appearances.   The fact that they do this in some ways and not others constitutes a kind of sensitivity 

to the reliability of their evidence. 

 For example, suppose that it seems visually to a person that a cat is sleeping on the couch, and 

on this basis she believes that there is a cat sleeping on the couch.  Suppose also that this beleif 

manifests a dispositon that the person has, to trust this sort of experience under these sorts of 

conditions, when motivated to believe the truth.  Now suppose that much less clearly, it seems 

visually to the person that a mouse has run across the floor.  Not being disposed to trust this kind of 

fleeting experience, the person refrains from believing until further evidence comes in.  The fact that 

the person, properly motivated, is disposed to trust one kind of experience but not the other, 

constitutes a sensitivity on her part that the former is reliable.  There is a clear sense in which she 

takes the former experience to be adequate to her goal of believing the truth, and takes the latter 

experience not to be.  And this is so even if she has no beliefs about her goals, her reliability, or her 

experience.    

 In this way good thinking is like good hitting:  when a baseball player swings the bat he 

manifests dispositions that are a product of both innate capacities and acquired learning.  If he is a 

good hitter then these dispositions will generate success in relevant conditions.  But even so, the 

most successful player need not be a good coach-- he may not have any beliefs at all, or may even 

have incorrect beliefs, about the nature and character of the dispositions that he himself manifests 

when batting conscientiously.  What makes for a good hitter is that he hits well, and what makes for 

a good thinker is that he thinks well.  Accordingly, (VJ) makes no requirement that a knower believe 

that she is thinking well, i.e. reliably.  

 Finally, this way of cashing out sensitivity to reliability does not have the problem we saw for 

Fumerton's and Audi's accounts.  Again, this is because (VJ) does not require that one have beliefs 

about one's reliability.  Accordingly, agent reliabilism can endorse the strong intuition that 

knowledge requires sensitivity to the reliability of one's evidence, but do so in a way that avoids the 

Humean problematic discussed in Part One of the paper. 
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3.  Conclusion: Versions of agent reliabilism and the prospects for a complete epistemology. 

We have already seen that agent reliabilism is general enough to admit of different versions.  

Alston's social practice theory, but also Plantinga's proper functionalism, Sosa's perspectivism, and 

Zagzebski's neo-Aristotelean approach are all versions of agent reliabilism, in that they agree that 

knowledge is grounded in the reliable dispositions that make up the knower's intellectual character.20  

Where they differ is on the next level of analysis down, concerning the nature of those dispositions.  

Another way to put it is that each of these authors makes the position stronger, by adding 

conditions on what counts as virtuous character, and therefore on what kind of agent reliability is 

involved in knowledge.  

 It is a possibility that these added conditions are necessary to address other problems that arise 

in the theory of knowledge.  For example, it is possible that Alston's conditions are required to 

adequately capture the social dimensions of knowledge.  It is also a possibility, however, that by 

strengthening the conditions for knowledge these authors make those conditions too strong.  In 

other words, it is possible that the conditions that I have described, and which all of the above 

authors either already share or could easily endorse, are already sufficient to capture the ways in 

which knowledge must be objectively reliable and subjectively appropriate.  This is a plausible 

conclusion regarding Sosa's theory, which holds that knowledge requires a reliable perspective on 

the reliability of one's cognitive faculties. Sosa writes,  

 
For one is able to boost one's justification in favor of P if one can see one's belief of 
P as in a field F and in circumstances C, such that one has a faculty (a competence or 
aptitude) to believe correctly in field F when in conditions C. . . .  One thereby 
attributes to oneself some intrinsic state such that when there arises a question in 
field F and one is in conditions C, that intrinsic state adjusts one's belief to the facts 
in that field so that one always or very generally believes correctly.21 

According to Sosa,  to see one's belief of P as in a field and circumstances is to have true beliefs to 

that effect, where those true beliefs are themselves products of reliable cognitive character.  I have 

argued elsewhere that requiring such a perspective makes Sosa's conditions for knowledge too 

strong.22  This is because it is psychologically implausible that the typical believer enjoys any such 
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perspective.  Under pressure from this kind of objection, Sosa suggests that such a perspective need 

not be distinguished from the agent's cognitive dispositions. 

 
[A person judging shapes on a screen] is justified well enough in taking it that, in his 
circumstances, what looks to have a certain shape does have that shape.  He 
implicitly trusts that connection, as is revealed by his inferential 'habit' of moving 
from experiencing the look to believing the seen object to have the corresponding 
shape.  So the 'belief' involved is a highly implicit belief, manifested chiefly in such a 
'habit'.  Habits, too, can be assessed as intellectually or cognitively proper or 
improper, 'justified' or not.  And they can even be assessed for 'correctness'.  Thus 
the habit of moving from 'looks round' to 'is round' is strictly correct if, in the 
relevant circumstances, anything that looked round would in fact be round (and we 
can view the 'habit', alternatively, as a belief that, in the circumstances, anything that 
looked round would in fact be round). . . . 

 
Since 'inferential habits' can be assessed as 'correct' or 'incorrect' in the senses 
specified, and as 'justified' or 'unjustified', (not just any habit, no matter how 
acquired, being proper), therefore there is some motivation to view such habits as 
implicit beliefs (that can be thus correct and justified) in the corresponding 
conditionals, as suggested above.23 

But by making this move Sosa has effectively given up any sense in which his perspectivism adds 

something to agent reliabilism.  In other words, his "perspective on one's faculties" reduces to the 

cognitive dispositions which agent reliabilism already makes important in the conditions for 

justification and knowledge. 

 A similar dialectic plays out with respect to Alston's and Plantinga's theories.  Alston claims that 

knowledge and justified belief must be grounded in reliable social practices.  But as with Sosa's 

perspectivism, this seems too strong.  Why should we deny knowledge to cognitive agents that are 

not part of a social group, and who therefore do not engage in social practices at all?  If such an 

agent is nevertheless reliable, and if her beliefs are subjectively appropriate in the relevant ways 

defined above, what motivation is there for denying that she has knowledge among her true beliefs?  

At one point Alston considers this kind of objection.  He writes, 

 
Why not take all practices to be prima facie acceptable, not just socially established 
ones?  Why this prejudice against the idiosyncratic?. . .  It is a reasonable supposition 
that a practice would not have persisted over large segments of the population unless 
it was putting people into effective touch with some aspect(s) of reality and proving 
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itself as such by its fruits.  But there are no such grounds for presumption in the case 
of idiosyncratic practices.24 
 

It is not clear that Alston's supposition is reasonable, nor is it clear why similar grounds for 

accepting an idiosyncratic practice could not be forthcoming.  But putting these issues aside, 

Alston's rationale for distinguishing social and non-social practices makes sense only in the context 

of his discussion of practical rationality.  Regarding epistemic justification and knowledge, we have 

seen that Alston embraces a reliabilist account; what matters for justification and knowledge is that 

one's belief forming practices are in fact reliable.   In this context Alston explicitly rejects, and quite 

rightly, any requirement that one have reasons for believing one's practices are reliable. 

 We may conclude that the social aspect of social practices does no work, and as such has no 

motivation, in Alston's conditions for epistemic justification and knowledge.  Quite the contrary, 

including a social aspect in these conditions threatens to make them too strong, entailing that 

individuals who do not engage in group practices cannot have knowledge or epistemically justified 

belief.  On the other hand, by taking the "social" out of social practices, we effectively remove any 

sense in which Alston's conditions add something to agent reliabilism as defined above.  As we have 

already seen, to say that an agent engages in reliable practices is just to say that she manifests reliable 

dispositions in the way she forms her beliefs; i.e. it is to say that she displays a reliable cognitive 

character. 

 Finally, consider Plantinga's claim that knowledge is grounded in properly functioning faculties, 

and that proper function is to be understood in terms of functioning according to a design plan.  

Once again the added conditions seem too strong, and so once again there is pressure to weaken 

what one means by them.  As it turns out, Plantinga allows that cognitive faculties might be 

"designed" by evolution, or by other non-intelligent forces.  But this effectively reduces proper 

function to reliable function, and so effectively reduces Plantinga's position to agent reliabilism 

simpliciter.25  All this suggests that agent reliabilism already lays down conditions that are sufficient 

for objective reliability and subjective appropriateness.  Different versions of the position do less by 

trying to do more.26 
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 But even if this is right, we still cannot claim that agent reliabilism gives us a complete 

epistemology.  This is because nothing we have said so far shows how the position can address 

Gettier problems.  As far as I can see, there are three ways in which it might do so.  First, it is 

possible that the conditions for objective reliability and subjective appropriateness already laid down 

are themselves sufficient for addressing Gettier problems.  This strategy is represented by Sosa, who 

goes on to analyze agent reliability in a way that is designed to do just that.27  A second possibility is 

that an adequate answer to Gettier problems must add to the conditions for justification and 

knowledge already recognized above, but must nevertheless stay within the framework of a virtue 

epistemology.  This strategy is represented by Linda Zagzebski, who attempts to address Gettier 

problems by means of the notion of an act of intellectual virtue.28  Finally, it is possible that an 

adequate answer to Gettier problems is independent of both agent reliabilism and virtue 

epistemology.  Any number of proposed solutions over the past four decades fall into this category. 

 All this suggests the following conclusion.  If the arguments of the preceding sections are 

correct, then agent reliabilism constitutes at least a general framework for any adequate 

epistemology.  To avoid Hume's skeptical arguments  discussed above, we must endorse some form 

of reliabilism.  To avoid two well known problems for simple reliabilism, we must endorse some 

form of agent reliabilism.  What other elements an adequate epistemology must include in this 

framework remains to be seen.29 
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