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VIRTUE, LUCK AND THE PYRRHONIAN PROBLEMATIC 

 
ABSTRACT. A number of contemporary philosophers endorse a Pyrrhonian theme: that one has 
knowledge only if one knows or understands that one’s beliefs are reliably formed.  Otherwise, one 
is like a man who grasps gold in the dark: such a man is successful, but his success is a matter of 
luck, and so not creditable to him.  It is argued that the sceptical problem and the problem of moral 
luck share a common structure and a common solution. Specifically, a virtue-theoretic approach 
helps us to understand important relations among luck, success and credit for success.  It is argued 
that knowledge is an instance of success through virtue, and that, in general, success through virtue 
is creditable to the virtuous agent. 
 

1. AGRIPPA’S TRILEMMA 
 
Consider a familiar skeptical problem.  All knowledge, says the skeptic, must be grounded in good 

reasons. But not any reason is a good reason—one must have reasons for believing that one’s 

reasons are true. But this, in turn, ensures that any attempt to ground knowledge in good reasons 

must be inadequate. For either a) one’s reasons will go on in an infinite regress, b) they will come 

back in a circle, or c) they will end arbitrarily. But none of these outcomes is satisfactory—none 

provides knowledge with grounding in good reasons. And therefore, the skeptic concludes, 

knowledge is impossible. 

 Externalism in general, and reliabilism in particular, has an easy answer to the problem. In fact, 

many would say that the answer is too easy. Let’s first review what the answer is, and then consider 

why some have thought that the answer is too easy. 

 
2. THE RELIABILIST’S REPLY 

 
According to reliabilism, knowledge is true belief resulting from a reliable process, details aside. The 

details might include a clause to handle Gettier problems, and perhaps a clause restricting what sort 

of reliable process can ground knowledge. But none of these details will affect the essentials of the 

reliabilist account: knowledge is (essentially) true belief resulting from a reliable process. But then 



 

 

2 

2 

reliabilism has an easy answer to the skeptical reasoning reviewed above. Namely, the reliabilist can 

deny the first assumption of that reasoning—that all knowledge must be grounded in good reasons. 

Some reliable processes involve grounding in good reasons. But not all reliable processes do. 

Perception, for example, might be highly reliable, but involve nothing by way of inference from 

good reasons.  Introspection is plausibly like that as well, as is logical intuition and memory. And 

perhaps there are other kinds of reliable, non-inferential processes besides. The picture of 

knowledge that results is foundationalist in structure: A foundation of non-inferential knowledge, 

produced by non-inferential but reliable processes, provides the basis for further knowledge, 

produced by reliable inferences from the foundations. On this account, the skeptic is just wrong to 

think that all knowledge must be grounded in good reasons. Put another way, the skeptic is just 

wrong to think that all knowledge producing processes are reasoning processes. 

 
3.  A PYRRHONIAN REJOINDER 

 
Apparently, some people are not satisfied. Here is Laurence BonJour (2003, p. 26-7): 
 

[A]lthough the foregoing dialectical motive for externalism is abundantly clear, it is nevertheless far 
from obvious that what results is a plausible account of epistemic justification. . . . and indeed such 
views may well be suspected of being merely ad hoc in relation to the difficulties arising from the 
epistemic regress problem. . .  

 
How can the fact that a belief is reliably produced (or indeed any sort of fact that makes a belief likely 
to be true) make my acceptance of that belief rational and responsible when that fact itself is entirely 
unavailable to me? 

 

Famously, BonJour (1980, p. 62) illustrates the point with the case of the reliable clairvoyant. 
 

Norman, under certain conditions that usually obtain, is a completely reliable clairvoyant with respect 
to certain kinds of subject matter. He possesses no evidence or reasons of any kind for or against the 
general possibility of such a cognitive power, or for or against the thesis that he possesses it. One day 
Norman comes to believe that the President is in New York City, though he has no evidence either 
for or against this belief. In fact the belief is true and results from his clairvoyant power, under 
circumstances in which it is completely reliable. 

 

Keith Lehrer (2000, p. 185) is also dissatisfied with the reliabilist answer to the regress problem, and 

for similar reasons. 
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There is, however, a general objection to all externalist theories that is as simple to state as it is 
fundamental: the external relationship might be opaque to the subject, who has no idea that her 
beliefs are produced, caused, or causally sustained by a reliable belief-forming process or properly 
functioning cognitive faculty. . . . All externalist theories share a common defect, to wit, that they 
provide accounts of the possession of information, which may be opaque to the subject, rather than 
of the attainment of transparent knowledge. 

 

Lehrer (2000, p. 187) illustrates his “Opacity Objection” with the case of Mr. Truetemp. 
 

Suppose a person, Mr. Truetemp, undergoes brain surgery by an experimental surgeon who invents a 
small device that is both a very accurate thermometer and a computational device capable of 
generating thoughts. . .  Assume that the tempucomp is very reliable, and so his thoughts are correct 
temperature thoughts. All told, this is a reliable belief-forming process and a properly functioning 
cognitive faculty. 
     Now imagine, finally, that Mr. Truetemp has no idea that the tempucomp has been inserted in his 
brain and is only slightly puzzled about why he thinks so obsessively about the temperature; but he 
never checks a thermometer to determine whether these thoughts about the temperature are correct. 
He accepts them unreflectively, another effect of the tempucomp. Thus, he thinks and accepts that 
the temperature is 104 degrees. It is. Does he know that it is? Surely not. He has no idea whether he 
or his thoughts about the temperature are reliable. 

 

Ernest Sosa agrees with BonJour and Lehrer that knowledge requires more than de facto reliability. 

Thus Sosa (1997, p. 231) endorses the following passage from Sextus. 

Let us imagine that some people are looking for gold in a dark room full of treasures. . . [N]one of 
them will be persuaded that he has hit upon gold even if he has in fact hit upon it. In the same way, 
the crowd of philosophers has come into the world, as into a vast house, in search of truth. But it is 
reasonable that the man who grasps the truth should doubt whether he has been successful.1  

 

Sosa (1997, p. 231) comments: 
 

Most would not disdain the good fortune of those who strike it rich in the dark, but it is no doubt a 
lesser state than that of finding gold guided by good eyesight in clear light. Enlightened discovery is 
more admirable than is any comparable luck that may reward groping in the dark. For one thing, 
enlightened discovery is success attributable to the agent; luck in the dark is not. 

 

According to Sosa, enlightened discovery requires a perspective on the reliability of one’s cognitive 

faculties. Real knowledge requires that one’s belief be reliably produced, but also that one see that 

one’s belief is reliably produced. 

What favours reflective over unreflective knowledge? Recall that reflective acquisition of knowledge 
is like acquisition of gold in the light, whereas unreflective acquisition of knowledge is like acquisition 
of gold in the dark. In each case the former is distinguished from the latter in being a more admirable 
occurrence, and one that so far might be ascribed admiringly to the protagonist, as his doing. (Sosa 
1997, 241)  
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The Pyrrhonists reject . . . externalism because it dignifies mere “groping in the dark” with the title of 
knowledge. The Pyrrhonists highlight enlightened knowledge, acquired and sustained in awareness of 
one’s epistemic doings. Only this is “knowledge” worthy of the title. (Sosa 1997, 242) 

 

BonJour, Lehrer and Sosa are no skeptics. Rather, they think that the sort of perspective that is 

needed to dispel the darkness can be provided. In other words, all of our philosophers agree that 

one needs a perspective to dispel the darkness. The skeptic thinks that this need cannot be satisfied, 

whereas our non-skeptics think that it can be. More specifically, the skeptic thinks that any attempt 

to provide the needed perspective will fall into vicious circularity, arbitrary assumption or infinite 

regress, hence impaling on some horn of the trilemma. Our non-skeptics think otherwise: they 

believe one can achieve the perspective while avoiding impalement. 

 This dispute is an interesting one, raising difficult issues about the nature of our epistemic 

condition. The most interesting of these issues concern the sorts of circularity that our epistemic 

condition involves, and whether such circularity is vicious or virtuous, or at least benign. One 

prominent issue is whether epistemic circularity (of the sort we are stuck with) is compatible with 

knowledge. Another issue is whether such circularity is compatible with a “satisfying” understanding 

of our knowledge. Hence Barry Stroud (1994, pp. 301-2) writes, 

 
If I ask of my own knowledge of the world around me how it is possible, I can explain it along 
“externalist” lines by showing that it is a set of beliefs I have acquired through perception by means 
of belief-forming mechanisms which are reliable. . . .  As a good externalist. . . I think I do know or 
have good reasons to believe my theory; I believe that I fulfil the conditions which that very theory 
says are sufficient for knowing or having good reason to believe it. Do I now have a satisfactory 
understanding of my knowledge of the world? Have I answered to my own satisfaction the 
philosophical question of how my knowledge of the world is possible? I want to say ‘No’. 

 

 I will not try to resolve these difficult issues in this paper. Rather, I want to focus on the point of 

agreement among our philosophers rather than on the point in dispute. In particular, all of our 

philosophers endorse something like the following reasoning. 

 
The Pyrrhonist’s Reasoning 
 
1. Knowledge is success for which the agent deserves credit. 
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2. True belief without a perspective is relevantly like grasping gold in the dark: it is mere lucky success, and 
therefore success for which the agent does not deserve credit. 

Therefore, 
3.   True belief without a perspective does not qualify as knowledge.2 
 

I agree with premise 1 of this reasoning, but I want to reject premise 2. In other words, I want to 

reject the idea that knowledge requires a perspective on one’s reliability. Another way to put the 

question is to ask whether the Pyrrhonian metaphor is apt: Is reliably produced true belief, without a 

perspective on that reliability, relevantly like grasping gold in the dark? I want to say no. 

 If the metaphor is apt, then the skeptic is right to conclude that belief without a perspective does 

not amount to knowledge. The point of the metaphor is that the person who grasps gold in the dark 

is lucky, and that this sort of luck is incompatible with credit for the success. As Sosa writes, 

“Enlightened discovery is more admirable than is any comparable luck that may reward groping in 

the dark. . . . enlightened discovery is success attributable to the agent; luck in the dark is not.” As 

BonJour (2003, p. 27)  writes, “No doubt I am quite fortunate if my perceptual and introspective 

beliefs happen to be [reliably produced]. . . .  But none of this has any clear bearing on the issue of 

epistemic justification, which has to do, it will be argued, with the rationality or irrationality of one’s 

beliefs, rather than with what appears to be, from the standpoint of the believer, mere cognitive 

luck. . . ”  

 
4.  A STRATEGY FOR ADJUDICATING THE DISPUTE BETWEEN PYRRHONISTS AND 

RELIABILISTS 
 
Our question thus crystallizes to this: Is premise 2 of the above reasoning correct? Is true belief 

without a perspective, like grasping gold in the dark, mere lucky success, and therefore success for 

which the agent does not deserve credit? That depends on difficult issues concerning what it means 

for a success to be lucky, and concerning the relation between luck and credit for success. So long as 

these issues remain unresolved, there will be unresolved disagreements regarding whether the 

Pyrrhonian metaphor is apt. Skeptics and their sympathizers will view the metaphor as apt indeed, 
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and will either insist on the skeptical conclusion or take great pains to avoid it. Reliabilists will not 

see the metaphor as apt. They will agree that knowledge is incompatible with luck in some sense, but 

will insist that reliably produced belief is not lucky in the relevant sense. They might continue to 

wonder what all the fuss is about, and why some people are never satisfied.   

 Let’s use the label “Pyrrhonists” to denote both skeptics and their sympathizers. In other words, 

we will use the label to denote anyone who thinks that the Pyrrhonist metaphor is apt— that 

unreflective true belief does not amount to knowledge because it is too much like grasping gold in 

the dark. How are we to resolve the dispute between Pyrrhonists and reliabilists, the latter of which 

do not think that the metaphor is apt? I propose that we can make progress by looking at a related 

problem in moral theory. In particular, I want to look at the problem of moral luck, where issues 

about luck and credit take centre stage. My suggestion is that the skeptical problem we have been 

reviewing shares a common structure with the problem of moral luck and that, as such, the two 

problems share a common solution.   

 Here is a quick sketch of the common structure. First, something is a matter of luck in relation 

to some agent just in case it is not the agent’s doing. Put differently, something is a matter of luck 

just in case it is external to the agent’s own thinking, choosing and acting. Second, judgments that 

attribute moral responsibility, like judgments that attribute knowledge, essentially involve agent 

evaluations. To morally praise someone for some event, for example, is to make an evaluation 

concerning that person’s moral standing: it is to say that he or she deserves moral credit for the 

success in question. Likewise, to attribute knowledge to someone is to make an evaluation 

concerning that person’s epistemic standing: it is to say that he or she deserves epistemic (or 

intellectual) credit for the success in question. And now problems arise. For how can agent 

evaluations depend, as they certainly seem to depend, on factors that are external to agency? In other 
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words, how can agent evaluations depend on luck, or what is external to the agent’s own thinking, 

choosing and acting?   

 The problem of moral luck is illustrated by comparing two drunk drivers. Suppose that someone 

gets drunk at a party and decides to drive home drunk. On the way home, he loses control of his car, 

swerves up on the sidewalk, and kills a pedestrian. Now consider a second driver, who also gets 

drunk at a party and decides to drive home drunk. On the way home, the second loses control of his 

car, swerves up on the sidewalk, but kills no one because no one is there to kill.  This second driver 

then regains control of his car and drives home safely. On the one hand, we want to evaluate the 

first and second drivers differently—we want to say that the first driver is morally blameworthy for 

killing someone, and that this affects his standing as a moral agent. On the other hand, the only 

difference between the first driver and the second with respect to killing a pedestrian lies outside 

both persons’ agency: namely, there was a pedestrian where the first driver swerved, but no 

pedestrian where second driver did. So how can the two deserve different agent evaluations?  It 

seems wrong to think that they do. 

 Now consider a reliable perceiver, but one lacking an epistemic perspective on her reliability, and 

compare this person with Mr. Truetemp, who also fails to know that he is reliable. Suppose the 

unreflective perceiver looks at a functioning thermometer and on this basis forms the belief that the 

temperature is 104 degrees. Suppose Mr. Truetemp forms the same belief, but on the basis of the 

computemp implanted in his brain. On the one hand, we want to evaluate the perceiver and Mr. 

Truetemp differently—we want to say that the perceiver knows that the temperature is 104 degrees, 

whereas Mr. Truetemp does not. On the other hand, the only difference between the unreflective 

perceiver and Mr. Truetemp with respect to grasping this truth lies outside both persons’ agency: 

namely, the perceiver is fitted (unknowingly) with reliable perception, whereas Truetemp is fitted 
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(unknowingly) with a reliable tempucomp. So how can the unreflective perceiver and Truetemp 

deserve different agent evaluations? It seems wrong to think that they do.   

 The point of the Pyrrhonian metaphor is to drive this last intuition home. The only difference 

between the person who grasps gold and the person who grasps granite is external to agency—that 

is, external to anything that the person does, or chooses or thinks. And so (obviously!) the person 

who grasps valuable gold deserves no more credit for his success than the person who grasps 

worthless granite. 

 We may see that each of these cases share the following structure, where S1, S2 and X are bound 

under universal quantifiers in premise 1, open elsewhere: 

Schema 1 
 
1. If persons S1 and S2 are exactly alike with respect to some event X, except regarding factors that are 

external to each person’s agency, then S1 and S2 deserve equal agent evaluations in relation to X. 
2. S1 and S2 are exactly alike with respect to event X, except regarding factors that are external to each 

person’s agency. 
3. S2 clearly does not deserve credit (or blame) for X. 
Therefore, 
4. S1 does not deserve credit (or blame) for X. (1,2,3) 
 

 In each instance of the schema, we have a problem insofar as we want to resist the conclusion 

that S1 does not deserve credit (or blame) of the relevant sort. Hence the “problem” of moral luck is 

a problem insofar as we want to say that the first driver is to blame for killing a pedestrian. We have 

an analogous problem of epistemic luck insofar as we want to say that ordinary perceivers can have 

perceptual knowledge.   

 A number of authors have suggested that a virtue-theoretic approach to moral evaluation 

explains how moral luck is possible. In other words, it explains how moral evaluations of agents can 

be appropriate even in the context of luck. I want to develop and defend this suggestion, and to 

argue that the same approach works in epistemology as well. A virtue-theoretic approach explains 

how epistemic evaluations of agents can be appropriate in the context of luck. The result will be that 
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the Pyrrhonian metaphor is not apt after all. Put another way, premise 2 of The Pyrrhonist’s 

Reasoning is false. 

 This line of argument will take some time to develop. In particular, it will be necessary to take a 

close look at the problem of moral luck in its own right. This will be the task of section 5. In section 

6 I will show how the problem of moral luck can be generalized, and how various problems in 

epistemology, including our skeptical problem, are related to this general problem. In section 7 I 

propose a solution to the problem of moral luck, and in section 8 I show how that solution can be 

applied in epistemology. This will put us in a position, finally, to see why the Pyrrhonian metaphor is 

not apt and why premise 2 of The Pyrrhonist’s reasoning is false.   

 
5.  THE PROBLEM OF MORAL LUCK 

 
The problem of moral luck arises because it seems that agents who are alike in certain respects ought 

to receive like moral evaluations. In particular, it seems that agents, who are alike except for matters 

that are not in their control, ought to receive like evaluations of moral praise and moral blame. In 

order to make the problem more explicit, recall the example of the drunk drivers. The first driver 

(call him D1) goes to a party and gets drunk, decides to drive home anyway, and proceeds to drive 

drunk. On the way home he loses control of his car, swerves on to the sidewalk and kills a 

pedestrian. The second driver (call him D2), goes to a party and gets drunk, decides to drive home 

anyway and proceeds to drive drunk. On the way home D2 loses control of his car and swerves on 

to the sidewalk, but kills no one because no one is there to be killed.  D2 regains control of his car 

and reaches home safely.  

 On the one hand, we have the intuition that D1 and D2 deserve different moral evaluations. In 

particular, we want to say that D1 is morally to blame for killing a pedestrian, whereas D2, of course, 

is not. On the other hand, it seems that luck ought not to affect moral responsibility, and that it is 

just a matter of luck that there was a pedestrian on the sidewalk where D1 lost control of his car, 
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and no pedestrian on the sidewalk where D2 lost control of his. But then D1 cannot be more 

blameworthy than D2 for killing a pedestrian. To press the point, it seems wrong to say that D1 is a 

worse person than D2 for having killed a pedestrian. For once again, the only difference between 

them was a matter of luck.   

 But now we have a problem: D2 is obviously not blameworthy for killing a pedestrian, since D2 

did not kill anyone! And therefore, it seems, D1 is not responsible for killing a pedestrian either. We 

can state the problem more formally as follows. 

Argument 1 
 
1. If S1 and S2 are exactly alike with respect to some event X, except regarding factors that are not within 

either person’s control, then S1 and S2 are equally morally responsible in relation to X. 
2. D1 and D2 are exactly alike with respect to killing a pedestrian, except regarding factors that are not 

within either person’s control. 
3. D2 does not deserve blame for killing a pedestrian. 
Therefore, 
4. D1 does not deserve blame for killing a pedestrian. (1,2,3) 
 

 So far we have not reached any general conclusions about moral responsibility. All that 

Argument 1 shows, if it shows anything at all, is that D1 is not to blame for killing a pedestrian. But 

then one might not find that conclusion unacceptable. Substantial blame, it might be suggested, is to 

be located in a person’s actions rather than in the consequences of their actions. What we ought to 

conclude from the two cases, this suggestion goes, is that both D1 and D2 are substantially to blame 

for drinking and driving.3 

 But consider the case of D3. D3 goes to a party, gets drunk, decides to drive home anyway, but 

passes out before he can get his car in gear. Now we cannot blame D3 for drinking and driving, 

since he did not drink and drive. But it might be only a matter of luck that D3 passed out before 

drinking and driving while D1 and D2 did not. We might suppose that all three drank equal 

amounts, but that D3 (unknowingly) suffers from a virus that lowers his tolerance for alcohol. How 

then can we support the claim that D1 and D2 are more to blame than D3? It in fact seems wrong 
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to say that D3 is a better person than either D1 or D2 by virtue of the fact that D3 did not drink 

and drive. Substantial blame, it would seem, will have to be located elsewhere. 

 The next place to look is obvious, for although D3 did not drink and drive, he decided to drink 

and drive. But now consider a fourth person. D4 did not even decide to drink and drive, but only 

because he was scheduled to work that night. We can imagine that if D4 was not scheduled to work, 

he would have gone to the party and would have freely decided to drink and drive. Suppose that D4 

decides to drink and drive all the time, and that he would have done just that on this night had he 

been given the opportunity to do so. Is D4 morally superior to D1, D2 or D3 for not having 

decided to drink and drive? The answer would seem to be ‘no’, and yet it might be only a matter of 

luck that D4 was scheduled to work the night of the party, and only a matter of luck that D1, D2 

and D3 were not scheduled to work.  

 Finally, consider a fifth person, D5. D5 is not even the kind of person who would decide to 

drink and drive if given the opportunity, but only because (unluckily) he lost a close friend to drunk 

driving and has thereby been sensitized to the dangers involved in such behaviour. And we can 

imagine that D1, D2, D3, and D4 are all such that, if they had lost a close friend to drunk driving, 

they too would have become people who would not freely decide to drink and drive. Once again, 

the only thing that separates D5 from the other persons is just a matter of luck. But then if D5 is not 

to blame for being the kind of person who would decide to drink and drive if given the opportunity, 

how can the others be to blame for being that way?  

 The series of cases just reviewed suggests the following general principle: For any S and X such 

that S might be morally to blame for X, we can describe another person S’ such that; (a) there is no 

difference between S and S’ with respect to X except for factors not within either person’s control, 

and (b) S’ is clearly not to blame for X. Putting this principle together with premise 1 of Argument 

1, we get the following argument. 



 

 

12 

12 

 
Argument 2 
 
1.  If S1 and S2 are exactly alike with respect to some event X, except regarding factors that are not within 

either person’s control, then S1 and S2 are equally morally responsible in relation to X. 
2. For any S and X such that S might be morally to blame for X, we can describe another person S’ such 

that; (a) there is no difference between S and S’ with respect to X except for factors not within either 
person’s control, and (b) S’ is not to blame for X. 

Therefore,  
 3.  No event is such that anyone is morally to blame for its occurring. No one is morally to blame for 

anything. (1, 2) 
 

 
6.  THE PROBLEM GENERALIZED 

 
The problem of moral luck expressed in Argument 2 is articulated in terms of moral responsibility 

and control. That is, luck is understood as that which is not within the agent’s control, and luck in 

this sense is said to be incompatible with moral responsibility. We can generalize the argument by 

broadening the notion of responsibility and narrowing the notion of luck.  

 First, we can replace the notion of moral responsibility for an event with a more general notion 

of responsibility (moral or otherwise) for an event. In this way, we expand the scope of the 

argument to include intellectual credit for true belief. Second, we may narrow the notion of luck by 

expanding the notion of agency. In the problem of moral luck, luck is opposed to agency and agency 

is understood in terms of control. A broader notion of agency includes all of the agent’s activities, 

and not just those activities that are, in a sense relevant to moral evaluation, under the agent’s 

control. In this broader sense, something is internal to agency just in case it is the agent’s own doing, 

but now in a broad sense of “doing,” including all of the agent’s thinking, as well as her choosing 

and acting. Expanding the notion of agency this way continues to identify luck with that which is 

external to agency, but now includes the agent’s cognitive activities as internal to agency. 

 Having revised the notions of responsibility, agency and luck in this way, we can now articulate a 

more general problem of responsibility and luck, of which the problem of moral luck is one 

instance. The moral general problem invokes the following principle about luck and responsibility: 
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(LR)   If S1 and S2 are exactly alike with respect to some event X, except regarding factors that are external 

to each person’s agency, then S1 and S2 are equally responsible in relation to X. 
 

For example, if D1 and D2 are so alike with respect to killing a pedestrian, then each is equally to 

blame with respect to killing a pedestrian. If an ordinary perceiver and Mr. Truetemp are so alike 

with respect to believing that the temperature is 104 degrees, then each is equally creditable for 

believing that truth. The second part of the general problem is that one of the two is clearly not 

responsible for the event in question. Thus D2 clearly does not deserve blame for killing a 

pedestrian, since he killed no pedestrian. Truetemp clearly does not deserve credit for believing the 

truth about the temperature, since his belief is caused by the computemp implanted in his brain.4 

 One motivation for LR, we have seen, is that judgments about responsibility for an event are a 

kind of agent evaluation. And in general, it seems wrong that differences external to agency should 

ground differences in agent evaluation. (Let’s call this principle LA.) Hence one motivation for LR is 

the principle we saw earlier about the relation between luck and agent evaluation in general. Once 

again, then, we see that all of our problems share the following structure: 

Schema 2 
 
1. (LA) If S1 and S2 are exactly alike with respect to some event X, except regarding factors that are 

external to each person’s agency, then S1 and S2 deserve equal agent evaluations in relation to X. 
Therefore, 
2. (LR) If S1 and S2 are exactly alike with respect to some event X, except regarding factors that are external 

to each person’s agency, then S1 and S2 are equally responsible in relation to X. (1) 
3. S1 and S2 are exactly alike with respect to event X, except regarding factors that are external to each 

person’s agency. 
4. S2 does not deserve credit (or blame) for X. 
Therefore, 
5.  S1 does not deserve credit (or blame) for X. (2, 3, 4) 
 

 
7. A SOLUTION TO THE PROBLEM OF MORAL LUCK 

 
We may now return to Argument 2, which articulates the problem of moral luck. As we have seen, 

Premise 1 of that argument is motivated by several examples involving drunk drivers and would-be 

drunk drivers. It is also motivated by more general principles about luck, responsibility and agent 
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evaluation (LA and LR). Premise 1 is false, however, as are the more general principles that have 

been motivating it. 

 Why do premise 1 and the two principles seem plausible? I suggest that it is because discussions 

about luck and responsibility tend to conflate two sorts of agent evaluation: a) evaluations 

concerning agent responsibility (or record), and b) evaluations concerning agent worth (or virtue). 

Evaluations concerning agent record are judgments about what the agent is responsible for; that she 

can be praised or credited for some success, or blamed for some failure.  Evaluations concerning 

agent worth are judgments about what sort of person the agent is; that she is virtuous or vicious, or 

better or worse than someone else. Discussions about luck and responsibility tend to conflate these 

two issues. At the very least, they tend to understand agent worth as closely related to (perhaps 

entirely determined by) agent record.5    

 This same view is involved in the way we interpreted the examples of the drunk drivers. In all of 

those examples, we compared two persons with respect to some event, and judged that one person 

was not morally better or worse than the other in virtue of that event. This judgment was then used to 

support a conclusion that the two were equal in responsibility with respect to that event. For example, 

we judged that D1 is no worse a person than D2 for having killed a pedestrian, and therefore that 

D1 is not to blame for killing a pedestrian, since D2 is not. 

 Once clearly stated, however, this view of the relation between agent record and agent worth 

seems clearly false. For agent record depends on what the agent actually does, whereas agent worth 

(virtue or vice) depends on what the agent is disposed to do. Put another way, agent record is a 

function of what happens in the actual world, whereas agent worth is a function of what happens in 

the actual world and across relevant possible worlds. This accords with the idea that agent worth 

concerns agent character, and that character concerns what one is disposed to do, as opposed to 

(merely) what one actually does.   
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 On the present view, moral worth remains insulated from moral luck, at least to some degree. 

This is because moral worth is determined not only by what one actually does in the circumstances 

that one actually inhabits, but what one would do in a range of circumstances, most of which are not 

actual. This preserves our intuition that D1 is not a worse person than D2 for having killed a 

pedestrian, since we can now say that D2 would have killed a pedestrian in D1’s circumstances, and 

D1 would not have killed a pedestrian in D2’s circumstances. The two drivers’ dispositions are the 

same in this respect, and to that extent they share the same moral worth. And of course the same 

goes for the other persons in the examples. The way the examples were described, all five of our 

drunk drivers and would-be drunk drivers share the same moral worth insofar as all five share the 

same dispositions. 

 Once these distinctions are clearly in mind, moreover, our examples no longer motivate 

problematic conclusions about moral responsibility. That is, once we clearly distinguish between 

moral record and moral worth, and give up the idea that worth is entirely determined by record, we 

are no longer motivated to say that D1 is not blameworthy for killing a pedestrian. The fact that D1 

is no worse a person than D2 for having killed a pedestrian no longer motivates the conclusion that 

D1 is not blameworthy for having killed a pedestrian. Likewise, the fact that D3 is no worse than D4 

for having decided to drive drunk no longer motivates the conclusion that D3 is not to blame for 

deciding to drive drunk. Those conclusions were motivated only insofar as we were thinking that 

sameness in moral worth must imply sameness in moral responsibility.  Once relieved of that 

assumption, it is no longer counterintuitive to think that luck affects moral record, or what one is 

morally responsible for. In fact, the present position allows us to preserve all of the intuitions that 

we want to preserve. Hence we are allowed to say both a) that people can be praiseworthy and 

blameworthy for what they actually decide and do, and b) that people who act very differently might 

nevertheless share the same moral worth. In fact, these can now be endorsed as the platitudes that 
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they are, insofar as moral record is a matter of what one does, whereas moral character is a matter of 

what one is like. 

 The same considerations show why the more general principles motivating premise 1 are also 

false. Those principles were as follows: 

(LA)  If S1 and S2 are exactly alike with respect to some event X, except regarding factors that are external to 
each person’s agency, then S1 and S2 deserve equal agent evaluations in relation to X. 

 
(LR)  If S1 and S2 are exactly alike with respect to some event X, except regarding factors that are external to 

each person’s agency, then S1 and S2 are equally responsible in relation to X. 
 

Again, making a clear distinction between agent record and agent worth, and giving up the idea that 

worth is entirely determined by record, undermines the plausibility of both principles. We now 

recognize two kinds of agent evaluation. LA remains plausible as a principle about evaluations of 

agent worth, but it is no longer plausible as a principle about evaluations of agent record. For the 

same reasons, LR is no longer plausible at all. 

 We should pause to consider an objection to the present account. It might be thought that we 

have solved one problem of moral luck only to make way for another. This is because the account 

makes agent worth a function of one’s dispositions, but what dispositions one has is also partly a 

matter of luck.  Therefore, the account makes agent worth to be a matter of luck, and this itself is 

counterintuitive.  

 The answer to this objection is as follows: It is true that the present account makes moral worth 

partly a matter of luck, but not in a way that is counterintuitive—not in a way that gives rise to a 

problem of moral luck. Clearly, one’s actual character is partly determined by luck, since it is partly 

determined by the accidents of one’s history. Moreover, there are restrictions on personal identity 

which make it impossible for the same person to be in just any counterfactual situation. I cannot 

coherently imagine myself in any circumstances whatsoever, for if the changes I imagine are 

sufficiently radical, it will not be me that I am imagining. Therefore, different people face different 
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choices (actually and possibly), and have the opportunity for different actions (actually and possibly). 

But this by itself is a truism. Certainly it does not follow from this that there is no such thing as 

moral worth, or that no one has moral worth, or that everyone has the same moral worth. In sum, 

the present position sufficiently isolates moral worth from luck so as to prevent any paradoxes or 

problems from arising. And so it does not solve one problem only by making way for another.6 

 
 

8.  APPLICATION TO EPISTEMOLOGY 
 
We turned to the problem of moral luck because we wanted to understand better the relation 

between luck and responsibility for success. That relation seemed problematic because evaluations 

of agent responsibility seemed in certain ways incompatible with the influence of luck. In particular, 

it seemed that two agents equal in all respects internal to agency must deserve equal agent 

evaluations. We resolved this problem by making a distinction between to kinds of agent evaluation: 

evaluations of agent responsibility (or record) and evaluations of agent worth (or virtue). This 

allowed us to say that luck can influence responsibility, while preserving the intuition that agent 

worth, at least in important respects, is immune to the influences of luck.   

 I now want to clarify the proposed solution and to relate it more precisely to a virtue-theoretic 

approach in epistemology. This involves explaining more clearly how, on a virtue-theoretic approach 

to knowledge, knowledge attributions involve evaluations of agent responsibility or record. Having 

explained this, we can see more clearly how such an account makes certain kinds of luck to be 

compatible with knowledge.  

 On the approach I prefer, knowledge is to be understood as true belief grounded in intellectual 

virtue, where an intellectual virtue is understood as a reliable cognitive ability or power. This 

approach is a version of reliabilism, since it understands knowledge as true belief produced by a 

reliable process. But the approach places a restriction on what sort of reliable process can give rise 
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to knowledge. Namely, only those processes that are grounded in the abilities or powers of the 

believer do so. The position is appropriately labelled “agent reliabilism,” in that it makes the 

cognitive agent the seat of reliability.  

 According to this approach, then, knowledge is true belief grounded in the cognitive abilities (or 

virtues) of the believer. More exactly:  in cases of knowledge, S believes the truth because S believes 

out of intellectual virtue. On this same approach, in cases of knowledge, S deserves credit for 

believing the truth. This is because, necessarily, a special sort of credit accrues to success grounded 

in virtue. And on the present account, knowledge is success grounded in virtue. 

 Not all credit for success is of this special sort. For example, if a basketball player makes a lucky 

shot to win the game, he still gets credit for scoring those points. But it is not the same sort of credit 

that one gets for scoring through ability. Likewise, if a runner wins the race because his opponent 

falls down, he still gets credit for winning the race, but it is not the same sort of credit that one gets 

for winning through ability. This latter sort of praiseworthiness is the sort that interested Aristotle. 

According to him, only virtuous action is praiseworthy, and by “virtuous action” he meant action 

grounded in virtuous character.   

 In cases of knowledge, S deserves this sort of credit for believing the truth, since S’s believing 

the truth is the result of intellectual virtue. Nevertheless, true belief is never the result of virtue 

alone. Rather, it is always the result of virtue together with cooperation from the world. This, 

moreover, is a completely general truth about virtue and success. Whether intellectual, athletic, 

moral or otherwise, virtuous success is never the result of virtue alone, but always the result of virtue 

and enabling circumstances. Hence the morally courageous fireman rescues no one if the floor caves 

in during his rescue attempt. Likewise, the skilful basketball player wins nothing if a fire breaks out 

before he gets off the winning shot. If we define luck as that which is external to agency, then this is 
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equivalent to saying that success always requires luck. That is, even virtuous success requires 

enabling circumstances. Even virtuous success requires that the world cooperates. 

 That sort of luck need not undermine responsibility, however. On the contrary, if one is blessed 

with athletic virtues, and with the opportunity to display them successfully, one deserves credit for 

that display. Likewise, if one is blessed with intellectual or moral virtues, and the opportunity to 

display them successfully, one deserves credit for that display. That is not to say that responsibility is 

consistent with any luck whatsoever. In general, agent responsibility is inconsistent with the sort of 

luck that takes away agency. In particular, the special sort of credit due to virtuous success is 

inconsistent with the sort of luck that takes away virtuous agency.  Both are consistent, however, 

with the sort of luck that enables virtuous agency. That is, they are consistent with those 

circumstances external to agency that enable virtuous success. 

  

9. IS THE PYRRHONIAN METAPHOR APT? 
 
Is the Pyrrhonian metaphor apt?  Is reliably produced true belief, like grasping gold in the dark, too 

lucky to count as success that can be credited to the believer? We are now in a position to say ‘no’. 

In general, success through virtue deserves credit of a special sort. In particular, believing the truth 

through intellectual virtue deserves credit of that sort. Accordingly, true belief produced by reliable 

perception is not mere lucky success. Importantly, it is not “lucky” in any sense that undermines 

credit for the success. 

 We may now explain why the Pyrrhonian metaphor is not apt: the person who grasps gold in the 

dark does not do so reliably. More precisely, he does not grasp gold through an ability. But this is 

just the sense in which his grasping is too lucky to count as a success to his credit—it is too much 

the result of external circumstances, and not enough the result of an ability on his part.   

 Consider now a person who grasps gold in the dark, but reliably, and through an ability to do so. 

Perhaps he can smell gold, or can feel its special weight. Should that be considered “mere lucky 
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success”? Not at all, and precisely because it is success through an ability. Suppose the person 

cannot explain how he reliably finds gold in the dark. Or suppose he has no beliefs about his 

reliability (perhaps he is too modest, or confused, or just unreflective about such things). That does 

not count against his having the ability in the first place, or against credit for success through that 

ability. No more than it counts against credit for the virtuous athlete, when she is modest, or 

confused, or unreflective about her abilities. Likewise, success through intellectual virtue is creditable 

to the believer, and independently of the believer’s perspective on those virtues. 

 These same considerations explain why Mr. Truetemp does not know, even though his beliefs 

about the temperature are reliably produced. Namely, Truetemp does not believe through an ability. 

On the contrary, it is the computemp that is responsible for Truetemp’s success, and in a way that 

makes the success not creditable to him. This also explains why a perspective on his belief would, in 

this case, give Truetemp knowledge for the first time. Such a perspective is just what is needed to 

make the reliable mechanism and its working internal to agency, and therefore just what is needed to 

make Truetemp’s success creditable to him.7 It would be a mistake, however, to think that such a 

perspective is always needed to make reliability and success internal to agency. In general, one’s 

abilities or powers are appropriately one’s own, independently of any perspective on those abilities 

or powers. In particular, one’s intellectual virtues are already appropriately one’s own, independently 

of any perspective on one’s virtues.  

 What should we say about BonJour’s clairvoyant? Again, whether the clairvoyant knows depends 

on whether he deserves credit for his true belief. And this, in turn, depends on whether his believing 

the truth is the result of virtuous agency. Is it? That depends on the details of the case. If the 

clairvoyant has good evidence against his belief—evidence that by his own lights requires that he 

withhold judgment, or even that he believe otherwise—then relying on clairvoyance alone does not 

constitute virtuous agency. On the other hand, we can imagine cases where clairvoyant belief 
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coheres well with one’s other beliefs, and where reliable clairvoyance is well-integrated with one’s 

other cognitive powers. In that sort of case, the cognitive agent is very different from ourselves, and 

fitted with very different cognitive powers. Yet these might be virtues nonetheless. And in that sort 

of case, I suggest, it is no longer counterintuitive that one can know through clairvoyance. 

 
APPENDIX: IS THERE MORE HERE THAN METAPHOR? 

 
One might object that the Pyrrhonist relies on more than metaphor in the present dispute with the 

reliabilist over the need for an epistemic perspective. Hence Sosa gives an argument for the 

following “principle of the criterion,” from which the need for a perspective on one’s knowledge 

follows straight away.   

 
(PC) One knows that p and grasps (understands) the proposition that one knows that p, only if one is 

justified in believing that the sources of one’s belief that p are minimally reliable (i.e. not extremely 
unreliable). 

 

Sosa’s argument for PC relies on a principle of “epistemic ascent”: 
 
 (EA) If one knows that p, and one also grasps (understands) the proposition that one knows that p, then 

one must be justified in believing that one knows that p (in believing it at least implicitly, in that if 
one were to ask oneself whether one knows that p, one would assent). 

 

Sosa gives us two considerations in favour of EA. Let us look at each in turn. 

 First, he argues that being “reflectively right” concerning some subject matter is preferable to 

being unreflectively right. 

 
Suppose that, concerning a certain subject matter, you ask yourself whether you know, and you have 
to answer ‘Definitely not,’ or ‘Who knows?’ In that case, is there not some straightforward and 
widely shared sense in which you do not really know? . . . 

 
That all may amount to nothing more than this: It is better to believe and to act in ways that are 
reflectively right than in ways that happen to be right but unreflectively so. (Sosa 1997, pp. 231-2) 

 

Fair enough—let’s grant both points for the sake of argument. But neither point yields EA. Even if 

it is better to be right reflectively than to be right unreflectively, it does not follow that knowledge 

requires being right reflectively. Likewise, even if there is some sense in which one does not really 
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know without being right reflectively, it does not follow that knowledge per se requires that, or that 

knowledge in any ordinary sense requires that.   

 Turn now to Sosa’s second consideration in favour of EA. Sosa (1997, p. 232) writes, 
 

Let us now focus on reflective knowledge or justification, knowledge or justification that is, as 
suggested by Sextus’s simile, ‘enlightened.’ If one knows (reflectively), then one must believe one 
knows, at least implicitly, in that if one faced the question consciously, one would assent. But there is 
more: surely this belief the belief that one knows, could hardly buttress one’s being in the high-grade 
state of reflective knowledge if it were either (a) false, or (b) arbitrary or irrational, or (c) otherwise 
unjustified or of low epistemic quality. Surely this belief must itself be justified. We arrive thus at 
[EA]. 

 

But again, suppose we grant that reflective knowledge requires that sort of reflection. Let us 

suppose, even, that this is true by definition. Still, it does not follow that knowledge per se requires 

that sort of reflection, and that is what EA says. Similarly, PC, which EA is supposed to support, is 

put forward as a principle about knowledge per se rather than about knowledge of some special 

“high-grade” sort. That is as it should be, since the skeptical conclusion is not interesting if it 

concerns only knowledge of some special sort. On the contrary, the skeptical conclusion is supposed 

to be about knowledge “worthy of the title,” and that is what makes it interesting. 

 We may conclude, then, that the Pyrrhonist gives us no independent argument in favour of the 

requirement for a perspective on knowledge per se. Neither does he give us any argument that 

knowledge in some ordinary sense requires a perspective. All we have is a metaphor, and a question 

regarding whether that metaphor is apt.8,9 

 
NOTES 

 
1
  From Sextus, Against the Mathematicians, VII 259. 

2
  Something like this is endorsed by Sosa and Stroud, although both would insist on qualifications. It would seem 

that BonJour and Lehrer endorse the present line without qualification, as would our skeptics. 
3
  The distinction between substantial and insubstantial blame is taken from Zimmerman (1988). According to 

Zimmerman, substantial blame is the only blame that “counts” against a person’s moral standing. 
4
  Other problems in epistemology share this structure as well. For example, Descartes’ demon victim and a reliable 

perceiver are exactly alike regarding their beliefs about the world, except for factors that are external to agency. 

Since the victim clearly deserves no credit for true beliefs about her environment (she has none), the embodied 

perceiver deserves no credit either. Standard Gettier problems also share this structure. For example, S has a true 

belief that someone in her office owns a Ford. But S is in exactly the same position with respect to this belief, except 

for matters external to S’s agency, as is someone who believes the same thing on the same evidence, but where no 
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one in the office owns a Ford. Since this second person cannot be credited for her true belief (she has none), S 

deserves no credit either.  
5
  Thus Nagel (1979, p. 25)  writes, “when we blame someone for his actions we are not merely saying it is bad that 

they happened, or bad that he exists: we are judging him, saying he is bad, which is different from his being a bad 

thing.” Zimmerman (1987, p. 375) follows Nagel when he writes, “In this sense of ‘responsibility’, if someone is 

responsible for some event, then he is worthy of praise or blame for that event. . . .[S]uch praise and blame are . . . 

judgments about a person’s moral standing or moral worth in light of the event in question.” Thomson (1989, p. 

210) defines blameworthiness in terms of agent worth: “A person P is to greater or lesser blame for doing (or being) 

such and such. . . just in case his doing (or being) the such and such is stronger or weaker reason to think P a bad 

person.”  
6
  I first defended this solution to the problem of moral luck in Greco (1995). See that paper for a more detailed 

presentation of the account, and for further replies to objections. 
7
  Here I am indebted to Daniel Breyer. See also McKinnen (2004). 

8
  That is, no independent argument is given in the present context. Elsewhere Sosa gives different considerations for 

the need for a perspective. For discussion of these, see Greco (2004a; 2004b). 
9
  I would like to thank audiences at Aberdeen, Brown, Fordham and Stirling for helpful discussion.  Special thanks 

go to Dan Breyer, Stephen Grimm, Ernest Sosa and Linda Zagzebski for their comments on earlier versions of the 

paper, and to Martha Nussbaum, Margaret Walker and Michael Zimmerman for comments on related work. 
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