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VIRTUES AND RULES IN EPISTEMOLOGY 
 
Virtue theories in ethics are often presented as an alternative to deontological theories such 

as Kant’s.  One important issue here concerns the existence of moral rules and their relation 

to moral action. Specifically, it is commonly claimed that it is an advantage of virtue theories 

that they do not commit us to moral rules. The reason this is an advantage, it is argued, is 

that it is unclear whether such rules play any important role in our moral lives.i  In this paper 

I want to argue in a similar way with respect to theories of epistemic evaluation. That is, I 

want to argue that virtue theories in epistemology hold an advantage over deontological 

theories in epistemology, and precisely because the former need not understand epistemic 

justification in terms of epistemic rules or norms.  

 To clarify my thesis, I need to say something about what I mean by “epistemic 

justification” and something about what I mean by “deontological theories.” First, by 

“epistemic justification” I mean the kind of justification that is involved in knowledge.  

William Alston has argued that there are a variety of “epistemic desiderata”.ii  In Nicholas 

Wolterstorff’s terminology, there are a variety of “truth-relevant merits”.iii  It is no part of my 

thesis that deontological theories do not capture one or more of these various merits.  Again, 

my thesis is about the kind of justification involved in knowledge.  Another way to get at the 

target concept is to say that it is the kind of justification that turns true belief into 

knowledge, Gettier problems aside, perhaps.  Thus it is what Roderick Chisholm called 

“positive epistemic status”, Alvin Plantinga calls “warrant”, and Ernest Sosa calls “aptness”.iv 



 Second, by deontological theories I have in mind theories of justification that are rule-

based or norm-based.  We may think of cognitive rules or norms as conditional statements 

whose antecedents specify cognitive states of the believer, and whose consequents specify 

further cognitive states as permitted, required, or prohibited.  More exactly, their antecedents 

specify features of cognitive states, since by nature rules are general: they tell us to behave in 

certain ways given conditions of certain kinds.  John Pollock has argued that cognitive 

norms are permission-rules, having the form “In conditions X, it is permissible to do Y.”v  

Alternatively, one might hold that they are prescription-rules of the form “In X do Y”, or 

proscription-rules of the form “In X do not do Y.”  Or perhaps cognitive rules come in 

various forms, including all of those just mentioned. Putting such controversies aside, the 

main idea of deontological theories is that justified belief is a function of correct cognitive 

rules or norms.  More exactly, 

DJ. S is epistemically justified in believing p if and only if S’s believing p is 
licensed by correct cognitive rules. 

 
Theories of this kind are modeled on deontological theories in ethics. Thus, for example, 

Kant held that an action is right just in case it is licensed by a correct “maxim”, or rule of 

action.  In ethics and in epistemology, deontological theories can differ with regard to which 

rules are correct, why they are correct, how one can know that they are correct, whether one 

must know that they are correct, and along other dimensions as well.  But the main idea of 

deontological theories is that some relevant merit, moral or epistemic, is a function of 

whether one’s activity is licensed by some relevant set of rules. 

 Putting all this together, my thesis is that rule-based theories of epistemic justification are 

false. Most of the paper will be devoted to establishing that this is so.  A consequence of this 

thesis is that we must understand the kind of justification involved in knowledge in some 

other way. At the end of the paper I will make some brief suggestions in favor of a virtue 
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approach, arguing that virtue theories of justification are able to avoid the kinds of objection 

that I bring against deontological theories. In fact, I will argue, virtue theories in 

epistemology become especially attractive in light of the kinds of considerations that are here 

raise against deontological theories.vi 

 
1.  Weak and strong deontological justification. 

The argument against DJ must proceed in two parts.  This is because there are two major 

kinds of deontological theory and they must be argued against in different ways.  We may 

understand the division by noting a distinction that is important in Kant’s moral theory.  

Specifically, we can distinguish between a) action that is merely in accordance with duty and 

b) action that is for the sake of duty.  Kant gives an example to illustrate.  First, a grocer 

might decide to give a child correct change because this is what self-interest requires.  In 

other words, it is good business to deal with all of one’s customers honestly.  Alternatively, 

the grocer might give the child correct change because this is what duty requires.  In the 

second case, the rule or maxim behind the grocer’s action is a law of morality rather than a 

council of prudence, and so Kant says that the action is “for the sake of duty,” or 

alternatively, “out of reverence for the moral law.”  According to Kant, actions that are in 

accordance with duty are “right” in the sense that they violate no moral law, but only actions 

that are for the sake of duty have moral worth.  

 Thus in ethics as in epistemology we may recognize a variety of desiderata or merits.  

Discussing a different example, Kant writes: 

To help others where one can is a duty, and besides this there are many 
spirits of so sympathetic a temper that, without any further motive of vanity 
or self-interest, they find an inner pleasure in spreading happiness around 
them and can take delight in the contentment of others as their own work.  
Yet I maintain that in such a case an action of this kind, however right and 



however amiable it may be, has still no genuinely moral worth . .  for its 
maxim lacks moral content, namely, the performance of such actions, not 
from inclination, but from duty. vii 

 
We may therefore use Kant’s distinction to specify two kinds of deontological merit.  

Specifically, weak deontological merit requires that one’s action not violate any relevant rule.  

Strong deontological merit requires that one’s action be governed by the right rules. Roughly, 

the stronger condition requires the causal efficacy of the rules in question.  One’s action 

must be the result of following the rules, as opposed to merely being describable by them.    

 Applying these considerations to epistemic justification, we may distinguish two versions 

of DJ above. 

DJ(W). A belief is epistemically justified in the weak sense if and only if it 
violates no correct cognitive rule. 

 
DJ(S). A belief is epistemically justified in the strong sense if and only if it is 
governed by correct cognitive rules; i.e. one’s belief is the result of following 
such rules. 

 
Having made this distinction, we are now is a position to argue against both weak and strong 

deontological theories.  Here are the two arguments, briefly stated. 

 The main argument against weak deontological theories is as follows: Where knowledge 

is concerned, etiology matters.  For example, in cases where one’s knowledge depends on 

evidence, it is required that one believes what one does because of the evidence in question. 

However, etiology does not matter for weak deontological justification.  One has this sort of 

justification so long as one does not in fact violate any relevant rule; as with Kant’s weak 

sense of right action, it does not matter why one does not violate the rule.  But then weak 

deontological justification is not epistemic justification, or the kind of justification required 

for knowledge.  
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 The main argument against strong deontological theories is this: Strong deontological 

justification requires that one’s beliefs be governed by correct cognitive rules.  But it is 

possible to have knowledge even if one’s cognition is not rule governed at all.  Therefore, 

knowledge does not require strong deontological justification.   Here is the argument a bit 

more formally, where K is the proposition that one has knowledge and R is the 

proposition that relevant parts of one’s cognition are rule governed. 

 1.  DJ(S) > nec (K > R) 
  2.  poss (K & not-R) 
  Therefore, 
  3.  not-DJ(S) 
 
 Below I will present two arguments in favor of the possibility thesis stated in premise (2). 

The first is due to Thomas Reid, and concerns the possibility of immediate knowledge of the 

world. According to Reid, God could have created human beings with different cognitive 

faculties than the ones we actually have.  For example, God could have created us with an 

immediate and infallible knowledge of the material world, with no need for sensory input to 

ground our beliefs.  Such knowledge would not be governed by cognitive rules, because it 

would not work by going from cognitive inputs to cognitive outputs, and therefore would 

not require cognitive rules to govern such transitions. But it would be knowledge 

nonetheless.  In fact, Reid thought that parts of human perception actually work this way, 

and recent empirical studies tend to support him on this point. 

 The second argument for premise (2) invokes connectionist models of cognitive 

processing. According to this argument, it is an empirical question, concerning a contingent 

matter of fact, whether various parts of human cognition are governed by cognitive rules.  

But however such empirical questions are answered, it will still be the case that paradigm 



instances of human cognition count as knowledge.  For example, if cognitive science tells us 

that connectionist models of perception are true, and that perception is in fact not rule 

governed, we will not conclude that there is no perceptual knowledge.  Therefore, it is 

possible that knowledge is not rule governed.  

 These are the main arguments that I will raise against weak and strong deontological 

theories.  The rest of the paper is details.  In Section 2 I will develop the argument against 

weak deontological theories of justification, or theories that endorse DJ(W).  In Section 3 I 

will develop the argument against strong deontological theories of justification, or theories 

that endorse DJ(S).  In Section 4 I will briefly argue that virtue theories of epistemic 

justification can avoid the objections raised against both kinds of deontological theory.  

Again, a virtue approach in epistemology becomes especially attractive in the light of the 

considerations here raised against deontological theories. 

 
2.  The argument against weak deontological theories. 

The argument against weak deontological theories claims that etiology is important for 

knowledge.  In other words, in cases of knowledge it matters why one believes what one 

does.  One way to see this is to note the distinction between a) having good reasons for what 

one believes, and b) believing for good reasons.  For example, anyone who knows the axioms 

of arithmetic has good reasons for believing a theorem in the system.  But unless one puts 

two and two together, so to speak, one does not believe the theorem in question on the basis 

of one’s good reasons.  We can imagine, for example, that someone believes a true theorem 

for no reason at all, or even that one believes a true theorem for bad reasons.  In either case, 

the person in question will have good reasons so long as he believes the relevant axioms, but 

the person will not believe for good reasons.viii 
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 The next point is that knowledge requires believing for good reasons, and not just having 

good reasons.  We may consider two examples to illustrate this.  First, consider the math 

student who knows all the relevant axioms but doesn’t see how the axioms support a 

theorem that must be proven on the exam.  Eventually he reasons fallaciously to the 

theorem, and believes it on the basis of his fallacious reasoning.  Surely he does not know 

that the theorem is true. 

 Second, suppose that Charlie is a wishful thinker and believes that he is about to arrive at 

his destination on time.  He has good reasons for believing this, including his memory of 

train schedules, maps, the correct time at departure and at various stops, etc.  However, 

none of these things is behind his belief-- he does not believe what he does because he has 

these reasons.  Rather, it is his wishful thinking that causes his belief.  Accordingly, he would 

believe that he is about to arrive on time even if he were not.  Again, it is clear that Charlie 

does not have knowledge that he will arrive on time. In an important sense, it is merely an 

accident that he has good reasons for his belief, since his belief is not affected by those 

reasons. 

 In both of the cases described, the person in question has good reasons for his or her 

belief but does not believe for those reasons.  Remember, these are not supposed to be cases 

of over-determination of belief.  Rather, we are describing persons whose good reasons play 

no part at all in their believing what they do.  But then clearly the people in question do not 

have knowledge.  As we said above, in cases of knowledge it matters why one believes what 

one does. 

 And now for the final point in the argument against DJ(W): Weak deontological 

justification requires only that one have good reasons for what one believes, and not that 



one believe for good reasons.  Thus in each of the cases above, the person in question 

violates no correct cognitive rule in believing as they do.  Remember, those rules specify that 

some belief is permitted, or necessary, or prohibited given antecedent cognitive conditions.  

But since, by hypothesis, the persons in question have good reasons for what they believe, 

their beliefs will not violate any such rule.  The people in the examples are like Kant’s self-

interested grocer: they “do the right thing,” but not for the right reasons. But then weak 

deontological justification is too weak for epistemic justification, or the kind of justification 

required for knowledge.  The kind of justification required for knowledge requires believing 

for good reasons, whereas weak deontological justification does not.   

 At this point someone might raise an objection.  Correct cognitive rules, it might be said, 

require that one believes that one’s beliefs are based on good evidence, or that one’s 

evidence supports one’s beliefs, or that one’s evidence makes one’s beliefs probable, or the 

like. Since the people in the examples do not have such beliefs about their evidence, it is 

false that they do not violate any relevant cognitive rule.  One problem with this objection is 

that we can change the examples so that the people in question do have the relevant beliefs 

about their evidence.  So long as these beliefs about their evidence are not involved in the 

production of their further beliefs, the people in the revised examples will fail to have 

knowledge for just the same reason as in the original examples.  Specifically, although they 

have good reasons for what they believe, they do not believe for good reasons.ix   

 We may conclude that weak deontological theories are false.  Strong deontological 

theories of epistemic justification, however, can accommodate the considerations raised 

above concerning the etiology of knowledge.  This is because strong deontological 

justification requires that one’s belief be governed by correct cognitive rules.  Put another 

way, it requires that one follow the rules rather than merely not violate them.  This condition 
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on justification insures that one believes for good reasons in cases of justified belief, since 

those reasons are involved in the antecedents of the relevant cognitive rules.  In cases where 

one’s belief is deontologically justified in the strong sense, one follows the rules of good 

reasoning, and thereby bases one’s belief on good reasons.   

 Strong deontological theories, therefore, offer a more plausible account of epistemic 

justification than weak deontological theories.x  To show that strong deontological 

justification is nevertheless not epistemic justification, a different argument is needed. 

 
3.  The argument against strong deontological theories. 

The argument in Section 2 concluded that weak deontological justification is too weak for 

epistemic justification.  The argument in this section will be that strong deontological 

justification is too strong.  The short form of the argument was put as follows: Strong 

deontological justification requires that one’s beliefs be governed by correct cognitive rules.  

But it is possible to have knowledge even if one’s cognition is not rule governed at all.  

Therefore, knowledge does not require strong deontological justification.   

 The key to the argument is clearly premise (2), or the claim regarding the possibility of 

knowledge that is not rule governed.  The remainder of this section will be devoted to the 

task of establishing that possibility.  What is important to emphasize, however, is that it is 

only the possibility that needs to be established for the argument to go through.  

Accordingly, I will not be arguing for the empirical thesis that relevant parts of human 

cognition are in fact not rule governed.  Rather, I will be taking advantage of the fact that 

strong deontological theories are philosophical theses, and therefore make a claim that 

carries necessity. Such theories do not claim that knowledge just happens to be governed by 



correct cognitive rules.  On the contrary, they claim that knowledge must be governed by 

correct cognitive rules, and that this is a matter of conceptual or perhaps metaphysical 

necessity.  But then if it is possible to have knowledge that is not rule governed at all, the 

claim about necessity is false. 

 As noted above, I will present two arguments for the possibility thesis in premise (2): 

one from Reid concerning the possibility of immediate knowledge, and one from 

connectionist theory concerning the possibility of non-rule-governed cognitive processing.  

Before considering these arguments in detail, however, it will be necessary to say more about 

the nature of cognitive rules, and also more about what it means for cognition to be 

governed by such rules.  The danger in arguing against strong deontological theories is that 

we build too much into the notion of “being governed by a rule,” thereby scoring only a 

hollow victory by showing that knowledge need not be rule governed in that sense.  My 

strategy for avoiding this danger will be to consider several senses of “being governed by a 

rule,” and to argue that it is possible that knowledge is not rule governed even in the weakest 

of these senses.  I turn to these preliminaries now. 

 
a.  The nature of cognitive rules. 

Above we said that cognitive rules are conditional statements whose antecedents specify features of 

cognitive states and whose consequents specify further cognitive states as permitted, required or 

prohibited. This characterization raises a question regarding which features of cognitive states figure 

into cognitive rules.  A natural answer is that they are those features that we have beliefs about, for 

how else could we follow the rules except by believing that their antecedents are fulfilled?  It turns 

out that this answer won’t do, however, because it entails an infinite regress of beliefs:  If every 

belief requires a further belief about antecedents being fulfilled, then there will be no end to the 

beliefs that are required.xi  What is needed, then, is a way to follow cognitive rules without first 
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having to have beliefs about their antecedents being fulfilled.  Pollock suggests the following 

solution. 

Now that we understand how epistemic norms work in guiding our reasoning, it is 
easy to see that they must be internalist norms. . . .  In general, the circumstance-
types to which our norms appeal in telling us to do something in circumstances of 
those types must be directly accessible to our automatic processing systems. The 
sense in which they must be directly accessible is that our automatic processing 
system must be able to access them without our first having to make a judgment about 
whether we are in circumstances of that type.xii 
 
It seems clear that directly accessible properties must be in some sense 
“psychological”, but I doubt that we can say much more than that from the comfort 
of our armchairs.xiii 

 
 Pollock’s idea is that we can be aware that some features of cognition obtain even if this 

awareness in not by means of beliefs or judgements about those features.  What he has in mind are 

various aspects of our beliefs and experience that he calls “internal” and “psychological”, but he 

does not go on to say precisely what these labels mean.  One way to interpret  “internal” in the 

present context is “intrinsically conscious.” The idea would be that, by their very nature, various 

aspects of our cognitive states are at the level of conscious awareness. That we are being appeared to 

redly, or that a belief has a particular narrow content, would be candidates for such status.  On this 

suggestion we are necessarily conscious of certain aspects of our cognitive states, and it is in that 

sense that we are aware of them even when we do not make judgements about them.  

 This suggestion is too strong for present purposes, however, because not all cognition takes 

place at the level of consciousness.  And if some stretch of cognitive activity is not conscious at all, 

then it cannot be governed by means of features of it that are conscious.  Perhaps we should say that 

the features of cognition which figure into cognitive rules are “potentially conscious,” and be 

satisfied to leave “potentially” unanalyzed for present purposes.  What the rule theorist means to 

pick out, clearly enough, are the various aspects of our cognitive states that figure into sound 



reasoning, good judgement, and the like. And these would seem to include various syntactic, 

semantic and qualitative properties that are at least often at the level of conscious awareness. 

 The current suggestion is full of problems and controversy.  Perhaps most importantly, it is not 

clear what properties of beliefs and experience count as potentially conscious in the relevant sense.  

But at this point in the argument we should be as generous as possible.  Remember, we are trying to 

characterize strong deontological theories so that they at least get off the ground, and this requires 

that we have a characterization of cognitive rules that makes being governed by such rules possible.  

And this, we have seen, requires that we can be aware that the antecedents of such rules are fulfilled 

in some way other than by making judgments about them.  Hence we have Pollock’s notion of 

directly accessible properties, which I have glossed in terms of potentially conscious properties. 

 Pollock argues that cognitive rules must be stated exclusively in terms of directly accessible 

properties, but that might be stronger than what is required for present purposes.  For it seems that 

we can solve the above regress problem so long as some cognitive rules can be followed without first 

having to have beliefs that their antecedents are fulfilled.  Accordingly, we can expand the notion of 

“potentially conscious property” as follows.  Some features of things are potentially conscious by 

their very nature: for example, various aspects of our beliefs and experiences are.  Other features, 

however, are potentially conscious in the sense that we can be “conscious of” them by having 

representations of them.  If we expand the notion of “potentially conscious property” in this way, 

then we can understand cognitive rules as operating on features of things that are represented by our 

cognitive states as well as on features of our cognitive states themselves.  For example, it seems 

perfectly reasonable to count the following as a cognitive rule:  “If a reliable authority is telling you 

that p, then it is permissible to believe that p.”  In other words, there is no need to restrict ourselves 

to,  “If you believe that a reliable authority is telling you that p. . .”  Let us adopt this broader notion 

of “potentially conscious property,” and understand cognitive rules as operating on features of 
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cognitive states that are potentially at the level of consciousness, and also on features of things that 

our cognitive states are about.  Remember, we are trying to make the notion of “being governed by a 

cognitive rule” as broad as possible, and so we should make our notion of a cognitive rule as broad 

as possible. 

 Even on this broader characterization, however, someone might object that we are making the 

notion of a cognitive rule too strong.  Why couldn’t properties that are clearly not potentially 

conscious, even in the broader sense, go into the antecedents of cognitive rules, so long as our 

cognition is somehow responsive to them?  For example, why can’t it be a cognitive rule that, given 

some pattern of light on the retina (even where we do not have a belief about this), one ought to 

believe that it is raining?  The reply is that we are looking for a sense of “cognitive rule” that is 

relevant to strong deontological theories of justification, and this requires a kind of rule that we can 

in some sense respect, or take into account, or follow.   And this, in turn, requires that we be in 

some sense cognitively aware that the antecedents of such rules are fulfilled, even if we have expanded 

our notion of “awareness of X” far beyond the notion of “having beliefs about X.”  As we will see 

below, we can articulate weaker and stronger notions of “being governed by a rule.”  But not just 

any notion will do.  For example, we will want to distinguish “being governed by a rule” from 

“being subject to a causal law.”  Consider that any sort of physical thing is subject to causal laws, and 

in that sense is “responsive” to the fact that the laws’ antecedents are fulfilled.  But not any sort of 

thing follows rules, which implies at least some kind of cognitive awareness.  In sum, we want a 

notion of a cognitive rule that can govern our cognition, and we do not want to stretch the latter 

notion beyond any sense relevant for deontological justification.   

  
b. Senses of “being governed by a rule.” 



This brings us to our next task, which is to articulate some different senses of “being governed by a 

rule.”  As was said above, my strategy will be to determine several senses of “being governed by a 

rule” that are compatible with strong deontological justification, and to argue that it is possible that 

knowledge is not rule governed even in the weakest of these senses.   

 We may turn again to Kant’s moral theory for the strongest possible sense of “being governed 

by a rule.”   As we saw above, Kant requires for moral worth that one’s action be done for the sake 

of duty, and this requires that one have as the maxim of one’s action some moral law.  In several 

places Kant seems to require that the maxim of one’s action be explicitly represented.  Thus we 

have: 

Now an action done from duty has to set aside altogether the influence of 
inclination, and along with inclination every object of the will; so there is nothing left 
able to determine the will except objectively the law and subjectively pure reverence for 
this practical law, and therefore the maxim of obeying this law even to the detriment 
of all my inclinations.xiv  
 

Presumably one cannot have reverence for a law unless one represents it to oneself, and in fact this 

is Kant’s view. 

What I recognize immediately as law for me, I recognize with reverence, which 
means merely consciousness of the subordination of my will to a law. . . .  Immediate 
determination of the will by the law and consciousness of this determination is called 
‘reverence’. . . . xv 
 

The picture we get here is that of a person explicitly considering some rule of action and acting out 

of reverence for that rule.  Whether this is in fact Kant’s considered view, it provides a model for the 

strongest sense of “being governed by a rule”; that is, conscious consideration of an explicitly 

represented rule, which then becomes the motive behind one’s action.   

 We may determine weaker senses of “being governed by a rule” by eliminating various elements 

in this characterization.  To do so it will be helpful to make some distinctions.  The first is between 

occurrent and dispositional representations.  The second is between conscious and nonconscious 

representations.  To say that one has a representation occurrently is to say that one has it at the 
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moment.  To say that one has a representation dispositionally is to say that one has a disposition to 

have it occurrently in relevant circumstances.  A different distinction is between conscious and 

nonconscious representations.  To have a representation consciously is to be presently aware of 

some representational content.  To have a representation nonconsciously is to somehow have the 

representation presently, but in a way that one is not presently aware of its content. It is 

controversial whether there are any nonconscious representations in this sense, but clearly some 

people think that there are.  For example, Freudians claim that some of our beliefs are repressed and 

yet continue to have effects on our actions. Now they could not mean that we have such beliefs 

dispositionally, so that the conscious/nonconscious distinction is just the occurrent/dispositional 

distinction.  This is because it is part of the Freudian doctrine that we are not disposed to have 

repressed beliefs consciously. In fact, the doctrine is that we are disposed not to have them 

consciously.  Whether or not nonconscious representations actually exist, it is clear that our two 

distinctions cut across each other.  Thus we might have occurrent conscious representations, 

occurrent nonconscious representations, dispositional conscious representations, and dispositional 

nonconscious representations.   

 With these distinctions in mind we can more clearly specify the strongest sense of “being 

governed by a rule” attributed to Kant above.  Thus we have: 

RG1. S’s action A is governed by rule R if and only if S has an occurrent, conscious 
representation of R, and this representation is causally involved in S’s doing A.   

 
We may specify weaker senses by eliminating various aspects of this characterization.  Thus we have: 

RG2. S’s action A is governed by rule R if and only if S has an occurrent, 
nonconscious representation of R, and this representation is causally involved in S’s 
doing A. 
 
RG3. S’s action A is governed by rule R if and only if S has a dispositional 
representation of R, and this disposition is causally involved in S’s doing A. 
 



An even weaker sense of “being governed by a rule” can be specified by means of a further 

distinction.  We can follow Terence Horgan and John Tienson by distinguishing between a) having a 

disposition to represent a rule, and b) having a disposition to act in a way that the rule specifies, 

where the latter notion does not involve either occurrent or dispositional representation of the rule. 

Morphological possession of intentional content M is a matter of the cognitive 
system’s being disposed, by virtue of its persisting structure rather than by virtue of 
any occurrent states that are tokens of M, to undergo state transitions that are 
systematically appropriate to content M—and to do so, at least much of the time, 
without generating a token of M during the process.  Morphological content differs 
from occurrent representational content (e.g., occurrent belief) because it involves 
the cognitive system’s persisting structure, rather than occurrent tokening of M. 
Morphological content differs from dispositional representational content (e.g., 
dispositional belief) . . . because the relevant dispositions associated with 
morphological content involve tendencies other than the tendency to generate token 
representations with that content.xvi   

 
Applying the idea of morphological possession to the notion of a rule, we have: 
 

RG4. S’s action A is governed by rule R if and only if S has a disposition to act in 
the way specified by R, and this disposition is causally involved in S’s doing A. 
 

One qualification at this point is necessary, as it will become important later.  Elsewhere Horgan and 

Tienson argue that a subject follows a cognitive rule only if her transition from input cognitive states 

to output cognitive states goes through all of the various steps that the rule specifies. xvii  The idea 

here is clear enough: If S gets from point A to point B in some way other than the steps that rule R 

specifies, then S did not get from A to B by following R.  RG4 should be read with this 

understanding in mind. 

 This weakest sense of “being governed by a rule” seems to be the one intended by Pollock when 

he describes how our beliefs are guided by epistemic norms.xviii  

We know how to reason.  That means that under various circumstances we know 
what to do in reasoning.  This can be described equivalently by saying that we know 
what we should do.  Our epistemic norms are just the norms that describe this 
procedural knowledge. . . .  They describe an internalized pattern of behavior that we 
automatically follow in reasoning, in the same way we automatically follow a pattern 
in bicycle riding.xix 
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As in RG4, Pollock’s sense of “being governed by a rule” does not require that the rule be 

represented, even dispositionally.  

It is this process that I am calling ‘being guided by the norm without having to think 
about the norm’.  This may be a slightly misleading way of talking, because it 
suggests that somewhere in our heads there is a mental representation of the norm 
and that mental representation is doing the guiding.  Perhaps it would be less 
misleading to say that our behavior is being guided by our procedural knowledge and 
the way in which it is being guided is described by the norm.xx 
 

Whereas the strongest sense of “being governed by a rule” required conscious, occurrent 

representation of the rule, our weakest sense requires no representation of the rule at all.   

 Is RG4 thereby rendered too weak for present purposes?  In other words, is it too weak for a 

theory of strong deontological merit, with the latter’s emphases on following a rule, or respecting a rule, 

or acting for the sake of a rule? The following considerations suggest that it is too weak.   

 First, consider that various animal behaviors might count as following a rule in the sense of 

RG4.  For example, it has been observed that birds feeding from various sources will eventually 

conform to an algorithm for maximizing the intake of food.xxi  But it seems a stretch to say that the 

birds are “following a rule” in any sense that is relevant to deontological merit.  Since the birds are 

not even potentially aware of the rule they are “following,” it is only in an extended sense, seemingly 

irrelevant to any kind of intellectual credit, that their behavior is governed by the rule.  A similar 

point applies to human behavior.  Scientists trying to model human cognition have found that 

simple perceptual tasks such as pattern recognition require algorithms of astounding complexity—

far more complexity than the average perceiver could handle in his or her explicit calculations.xxii 

Again, it is therefore a stretch to say that perceivers are “following” the algorithms in any but the 

most extended sense.  A more apt description of both the birds and the humans is that their 

cognitive activity is governed by causal laws, and that this results in cognitive dispositions that are at 



most describable by an algorithm; they do not result from anything like using the algorithm, or 

respecting it, or following it. 

 I believe that this kind of consideration tells against the appropriateness of RG4.  In effect, it 

shows that RG4 is beginning to stretch the notion of “being governed by a rule” beyond any sense 

relevant for deontological merit. I will resist the temptation to strengthen RG4, however, because 

there are reasons for thinking that knowledge need not be rule governed even in this very weak 

sense.  If these reasons are sound, then we may conclude that knowledge need not be rule governed 

in any allowable sense. 

 
c.  Reid’s argument for the possibility of knowledge that is not governed by rules. 
The purpose of the present section is to establish the possibility of knowledge that is not governed 

by cognitive rules.  The first argument for this possibility comes from Thomas Reid.  According to 

Reid, it is a matter of fact that human beings perceive physical objects by means of sensory 

experience. Given the way human cognition actually works, it is necessary that there be some 

physical interaction with the object perceived, which interaction gives rise to sensations, which in 

turn give rise to perceptual beliefs about the object. 

Although there is no reasoning in perception, yet there are certain means and 
instruments, which, by the appointment of nature, must intervene between the 
object and our perception of it; and, by these, our perceptions are limited and 
regulated.  First, if the object is not in contact with the organ of sense, there must be 
some medium which passes between them. Thus, in vision, the rays of light; in 
hearing, the vibrations of elastic air; in smelling, the effluvia of the body smelled—
must pass from the object to the organ; otherwise we have no perception. . . .   The 
[physical] impression made upon the organ, nerves, and brain is followed by a 
sensation.  And, last of all, this sensation is followed by the perception of the object. 
. . .xxiii  

 
According to this description, human perception is rule governed in the sense of RG4.  Human 

perception involves dispositions to go from certain kinds of sensations to certain kinds of beliefs 

about physical objects, and therefore human perception is governed by the rules describing these 

dispositions.  However, Reid argues, it is merely a contingent fact about human cognition that our 
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perception is governed by such rules. God could have made us so that we perceive physical objects 

immediately, without need of the sensations that in fact precede our perceptions.  

We might, perhaps, have been made of such a constitution as to have our present 
perceptions connected with other sensations.  We might, perhaps, have had the 
perceptions of external objects, without either impressions upon the organs of sense, 
or sensations.  Or, lastly, the perceptions we have, might have been immediately 
connected with the impressions upon our organs, without any intervention of 
sensations.xxiv 

 
The last possibility described by Reid is the one that is interesting for our purposes.  Reid’s idea is 

essentially as follows: As a matter of fact, human perception takes place by means of two separate 

dispositions.  The first is a disposition to go from physical “impressions” on the sense organs to 

mental “sensations” caused by those impressions.  The second is to go from these sensations to 

beliefs about physical objects.  What Reid is suggesting is that God could have eliminated the 

“middleman” in the process.  There is no reason why physical impressions on our sense organs 

could not have led immediately to beliefs about the objects that cause those impressions.  If this 

were the case, then we would have law-governed perception but not rule-governed perception in the 

sense of RG4. 

 Perception would be law governed, on Reid’s view, just as any natural activity is governed by the 

laws of nature.  But since these laws would govern the formation of beliefs on the basis of physical 

impressions on the sense organs, they would not count as cognitive rules in the sense defined in 

Section 3a and employed in RG4.  It will be remembered that cognitive rules must specify 

“potentially conscious properties” in their antecedents.  But physical impressions on the sense 

organs do not count as potentially conscious properties, even on the very broad sense that was 

allowed in Section 3a.  As defined there, such properties were understood to include a) various 

features of our cognitive states that are at least sometimes at the level of conscious awareness, and b) 



any properties that are represented by our cognitive states.  But physical impressions, such as those 

that light makes on the retina or sound makes on the eardrum, fall into neither of these categories in 

the typical case.  So even on our weakest notion of “being governed by a rule,” and employing our 

broadest notion of a “potentially conscious property,” the perception that Reid imagines would not 

be governed by cognitive rules. 

 And now we need only make explicit what is already implicit in Reid’s discussion--that such 

perception would nevertheless give rise to knowledge.  Suppose we come across some class of 

God’s creatures (human or otherwise) whose perception works in the way that Reid describes.  

Suppose also that the perception of such creatures is as extensive and as reliable as ours is, or even 

more so.  Such creatures are able to navigate their environment precisely and reliably, are able to 

accurately identify wide ranges of objects as having wide ranges of properties, and so on.  Add also 

that such creatures reason appropriately from their perceptions, give due consideration to counter 

evidence, and so on.  Clearly we would not judge that they do not have knowledge of their physical 

environment.  Rather, we would say that they acquire knowledge differently than we do.  We may 

conclude, therefore, that knowledge need not be rule governed in the sense of RG4. 

 The creatures we have been discussing are not imaginary on Reid’s view.  Rather, Reid thought 

that certain ranges of human perception work in just the way described.  

When I see an object, the appearance of which the colour of it makes, may be called 
the sensation, which suggests to me some external thing as its cause; but it suggests 
likewise the individual direction and position of this cause with regard to the eye.  I 
know it is precisely in such a direction, and in no other.  At the same time, I am not 
conscious of anything that can be called sensation, but the sensation of colour.  The 
position of the coloured thing is no sensation; but it is by the laws of my constitution 
presented to the mind along with the colour, without any additional sensation.xxv  
 

Reid goes on to describe how this might happen. 
 

We have reason to believe, that the rays of light make some impression upon the 
retina; but we are not conscious of this impression . . . .   Now, this material 
impression, made upon a particular point of the retina, by the laws of our 
constitution, suggests two things to the mind—namely, the colour and the position 
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of some external object . . . .   And since there is no necessary connection between 
these two things suggested by this material impression, it might, if it had so pleased 
our Creator, have suggested one of them without the other.  Let us suppose 
therefore, since it plainly appears to be possible, that our eyes had been so framed as 
to suggest to us the position of the object, without suggesting colour, or any other 
quality: What is the consequence of this supposition?  It is evidently this, that the 
person endued with such an eye, would perceive the visible figure of bodies, without 
having any sensation or impression made upon his mind.xxvi  

 
Finally, Reid draws his conclusion:   

 
   If we suppose, last of all, that the eye hath the power restored of perceiving colour, 
I apprehend that it will be allowed, that now it perceives figure in the very same 
manner as before, with this difference only, that colour is always joined with it. 
   In answer, therefore, to the question proposed, there seems to be no sensation that 
is appropriate to visible figure, or whose office it is to suggest it.xxvii  

 
 Reid thinks that normal human beings perceive the position and visible figure of objects without 

the benefit of sensations.  I will not argue that Reid is correct on this point of fact, nor is it necessary 

for me to do so.  Rather, I am concerned to establish a possibility, and it does seem to me that Reid 

has established that much.  In other words, he has established that perception could work in the way 

that he describes, whether or not it does work that way in humans.  This is because perception is 

essentially discrimination: to perceive physical objects as having certain properties is to discriminate 

the object and the properties from other possibilities.  We already assume that human perception is 

underwritten by physical processes that allow for such discrimination.  Whether it is by means of 

light on the retina, sound on the eardrum, or “the effluvia of the body smelled,” we assume that 

minute variations in physical events affect our sense organs differently, thereby allowing the various 

discriminations we make by means of the five senses.  As Reid points out, eliminating an 

intermediate stage in the process would not affect the ability to make those discriminations, so long 

as the relationships between physical inputs and perceptual outputs remained unaffected.  Now 

suppose that further investigation confirmed that Reid is right-- that we do visually perceive position 



and figure, but not by means of visual sensations.  In that case it would be established that such 

perception is not rule governed in the sense of RG4.  But clearly we would not give up the idea that 

we can know the positions and figures of physical objects just by looking. 

 It is interesting to note that Reid is not alone in postulating this sort of cognition.  On the 

contrary, in many ways Reid’s discussion anticipates current investigations into blindsight and other 

forms of nonconscious perception.  Blindsight is now a widely documented phenomenon, occurring 

in subjects with damage to the primary visual cortex.  Subjects who are blind in some part of their 

visual field can nevertheless discriminate size, shape, location and/or orientation of objects in the 

blind part of the field despite the absence of any conscious visual experience.  In typical cases 

subjects insist that they cannot see the stimuli and therefore cannot answer questions about it.  

However, in “forced-choice testing” these subjects perform at levels that are better than chance and 

sometimes remarkably high. Speculation about how blindsight works is also reminiscent of Reid’s 

discussion.  Since damage in blindsighted subjects is to the visual cortex rather than to the eyes 

themselves, it is hypothesized that information from the eye still reaches the brain, although 

bypassing the mechanisms normally responsible for conscious visual experience.xxviii   

 More recently it has been argued that nonconscious perception is a part of normal cognitive 

functioning.xxix  This is in fact a controversial issue, but again, whether nonconscious perception 

actually exists is not relevant for present purposes.  What is relevant is the possibility, and that seems 

to be established well enough.  Given the way that standard perception actually works, it seems a 

small stretch that information about the environment could be carried to the brain without sensory 

awareness -- all we need imagine is that the path from physical stimulus to conscious belief does not 

go through sensory experience.  Finally, consider that both the phenomenon of blindsight and 

Reid’s perception of visible figure are radical versions of nonconscious perception, in that they hold 

that no sensory awareness at all is involved in the relevant processes.  But perception would fail to 
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be rule governed in the sense of RG4 so long as it is partially a function of non-cognitive inputs. 

Suppose that perception is a function of a) initial sensory inputs, b) existing beliefs in the system 

with relevant content, and c) initial non-cognitive inputs such as Reid’s “physical impressions.”  If 

this is the case, then there will be perceptual dispositions that are not specifiable in purely cognitive 

terms, and therefore perception that is not rule governed in the sense of RG4.  

 Whether nonconscious perception actually exists seems a matter of contingent fact, to be 

decided by empirical investigation into the actual workings of human cognition.  Now suppose that 

such perception does exist.  Suppose also that people reason appropriately from such perceptions, 

give due consideration to counter evidence, and do all the other things that we think are required for 

positive epistemic status.  Why should we deny epistemic justification to such beliefs, simply for lack 

of preceding conscious experience? In fact, we would not deny justification.  On the contrary, we 

would say that perceptual knowledge arises differently than we had supposed.xxx 

 So far we have been arguing for the possibility of knowledge that is not rule governed by 

considering the possibility of cognitive processing with non-cognitive inputs.  The basic idea has 

been that the cognitive processes that lead to belief might be processes that go from non-cognitive 

physical states to cognitive states, rather than from cognitive states to cognitive states, as rule 

governance in the sense of RG4 would require.  Another way that knowledge might not be rule 

governed in the sense of RG4 is that cognitive processing always goes from cognitive inputs to 

cognitive outputs, but not by means of dispositions that are describable by cognitive rules.  Put 

another way, the transitions from cognitive inputs to cognitive outputs might not be the result of 

dispositions that are describable on the cognitive level.  Connectionist models of cognitive 

processing demonstrate this possibility. 

 



d. The second argument for the possibility of non-rule-governed knowledge. 

It is now commonplace to think that connectionist models of cognitive processing imply that 

cognition is not governed by rules.  I will begin this section by giving a brief description of such 

models.  Second, I will review some reasons for thinking that the models imply that cognition is not 

governed by rules, paying special attention to the sense of “governed by rules” stipulated in RG4.  

The argument for the possibility thesis in premise (2) above will then be as follows: It is an empirical 

question, concerning a contingent matter of fact, whether connectionist models of human cognition 

are true.  But however this question is decided, we will continue to judge that paradigm cases of 

cognition, for example simple perceptual judgments, count as cases of knowledge.  Therefore, it is 

possible that knowledge is not governed by rules. 

 Connectionist systems consist of numbers of simple but connected units that can be "activated" 

or “excited” to some degree. The units are set up so that the activation of each affects the activation 

of others to which it is immediately connected.  In typical systems the interaction among units 

affects connection "strengths" or “weights” over time, so that the effect of one unit on another is 

increased or inhibited on the basis of prior interaction between the two units.   Processing takes 

place in a connectionist system when an initial pattern of activation is supplied to the input units.  

This original activation sets off activity among the various units of the system until stability in the 

system is achieved.  The pattern of activation over the output units then represents the system's 

“answer" to a proposed problem.  Thus in connectionist systems the input and output units, or in 

some cases patterns of activation over these, are given interpretations for the purposes of the task 

being modeled.  In typical cases a system will contain “hidden” units as well.  Hidden units need not 

be interpreted themselves.  Rather, their purpose is to effect appropriate transitions from interpreted 

inputs to interpreted outputs. 
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 We may now see why connectionist models have been thought to imply that cognition is not 

rule governed.  First, it is clear that on such models cognitive processing need not take place by 

means of explicitly represented rules: although some connectionist models do in fact employ explicitly 

represented rules, the more interesting models do not.  Rather, connectionist processing takes place 

by means of the interactions among various connected units in the system, and these interactions are 

governed only by physical laws.  Initial activation, together with initial connection strengths, cause a 

pattern of activity that eventually settles the system into the state of highest entropy.xxxi Clearly, 

therefore, on connectionist models cognitive processing need not be rule governed in the sense of 

RG1 or RG2, each of which require an occurrent representation of the rules in question.  Neither 

must processing be rule governed in the sense of RG3, since there need be no disposition to 

represent relevant rules either.  If cognition must be rule governed at all on connectionist models, 

then it will have to be in the weak sense of RG4.  I now turn to two arguments from Horgan and 

Tienson, which establish that not even this is the case. 

 First, recall what it means for cognition to be rule governed in the sense of RG4.  In general, S’s 

action A is governed by rule R if and only if S has a disposition to act in the way specified by R, and 

this disposition is causally involved in S’s doing A.  In the specific case of cognition, action A refers 

to a cognitive action and rule R refers to a cognitive rule, where cognitive rules are understood as 

above.  Specifically, cognitive rules specify features of cognitive states in their antecedents, and then 

specify further cognitive states as permissible, required or prohibited. Putting all this together, S’s 

cognition is rule governed in the sense of RG4 just in case S’s cognition is the result of dispositions 

to go from earlier cognitive states to later cognitive states in a way specified by some set of cognitive 

rules. 



 The next thing to note is that on some connectionist models cognition is rule governed in the 

sense of RG4. The important point, however, is that this is not so on all connectionist models.  The 

reason for this is that connectionist processing takes place on the subrepresentational level.  In other 

words, it takes place by means of the myriad of interactions between individual, directly connected 

units in the system.  But the dispositions produced by subrepresentational processing need not 

mirror any disposition that is describable at the cognitive level.   

 Horgan and Tienson make the point as follows.   
 

According to [the present connectionist model], the human cognitive system’s 
transitions from one total cognitive state to another leap fairly large cognitive gaps in 
single steps that are not decomposable, via classicist ‘boxology’, . . . into 
computationally subservable cognitive ‘baby steps’ (either serial ones, or 
simultaneous one, or both).  Although there exist algorithms for computing the 
system’s cognitive-transition function (because, ex hypothesi, the cognitive transitions 
are tractably computable), the system itself does not execute any such representation-
level algorithm; i.e., the various physical processes in the system do not realize all the 
distinct symbol-manipulation steps whose collective physical realization would 
constitute execution of a given algorithm.  Even though the system might execute 
algorithms at one or more subrepresentational levels of description (as does a standard 
connectionist network), its processing does not conform to PRL rules—i.e., 
programmable rules that refer solely to those formal/mathematical features of 
representations that play representational roles.xxxii  

 
Horgan and Tienson’s discussion is aimed at classical AI’s assumptions regarding cognitive 

processing; i.e. that such processing must take place solely by means of operations on the 

syntactic/formal properties of representations, and in a way that can be implemented in a physical 

system.  However, their argument can be carried over straightforwardly for our purposes.  The 

essential point is that processing that takes place on the non-cognitive level of nodes and 

connections need not be describable by rules stated at the cognitive level.  But if this is the case, 

then the cognitive processing in a connectionist network need not give rise to dispositions that are 

describable by such rules, and so rule governed in the sense of RG4.   

 
 The following example illustrates the present point. 
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 Consider standard decision theory, viewed as a putative psychological model of 
human deliberation and choice, rather than a normative theory.  According to this 
model, a deliberating agent will choose an action with maximum expected utility.  
The expected utility of an envisioned act is a certain kind of weighted sum: the sum 
of respective numerical values the agent assigns to the various envisioned potential 
outcomes of that act, with each value weighted by the agent’s subjective probability 
of the given outcome’s resulting from that act. 

 Now, one way such a decision-making system might work would be 
computational.  For instance, it might actually calculate this weighted sum, 
for each envisioned act, then compare the totals for the acts and calculate 
which act or acts have maximal expected utility, and then pick an act with 
maximal expected utility.  But there is another possibility, without 
representation-level computations: There are various beliefs and desires at 
work in the system, with various strengths.  They all enter the hopper at once 
and interact directly—somewhat in the manner of a complex combination of 
interacting physical forces in a planetary system, with the various bodies 
exerting mutual gravitational influence on one another.  The way they 
interact is via a kind of ‘resolution of forces,’ where the forces get resolved in 
such a way that the cognitive system eventually settles on an alternative with 
maximal expected utility.xxxiii  
 

 Again, the cognitive activity in the example would be law governed, although it would 

not be rule governed in the sense of RG4. 

 
It is also important to realize that connectionist networks could, in principle, 
subserve non-algorithmic cognitive transitions, even though each node in the 
network updates its own activation, locally, in accordance with an algorithm.  
The local updatings of individual nodes need not be parallel baby step in 
some algorithm over representations—some set of programmable rules for 
manipulating and transforming complex representations on the basis of their 
representation-level structure.xxxiv  

 
 This first argument from Horgan and Tienson depends on the idea that the non-

cognitive rules involved in connectionist processing need not mirror cognitive rules in all 

their “baby steps.” A second argument they make against rule-governed cognition does not 

depend on this point. In the passage below Horgan and Tienson are discussing their 

preferred model of connectionist processing.  According to that model, human cognition is 

not “tractably computable,” meaning that it cannot be physically implemented by means of a 



set of programmable, representation-level rules.  In the passage “CTF” stands for  “cognitive 

transition function” and “TCS” stands for “total cognitive state”. 

 
What does it mean for a human CTF not to be tractably computable?  The 
CTF itself can be construed as an enormous set of ordered pairs, each of 
which associates a single TCS with a set of one or more successor TCSs.  
One way to specify this function would be via a huge (possibly infinite) list, 
with each ordered pair in the CTF specified by a separate entry.  Such a list, 
even if finite, would be truly gargantuan—far too big to itself constitute a set 
of programmable rules.  Thus, a tractably computable CTF, because of the 
enormous number of distinct cognitive transitions it includes, would have to 
be fully specifiable in some way other than via a brute list. 
 What classicism assumes, of course, is that a human CTF is specifiable 
via some set of general laws over cognitive states; each determinate cognitive 
transition type is supposedly just a particular instance of one of these laws, 
and the CTF delineated by the laws is supposedly tractably computable.  
Thus, if the CTF is not completely specifiable by such general laws, it will not 
be tractably computable.xxxv 
 

Horgan and Tienson’s point is that the CTF need not be so specifiable if it is implemented 

by a connectionist network.  Precisely because cognitive transitions in a connectionist 

network are effected by means of subrepresentational laws, there is no guarantee that those 

transitions will also be describable by representation-level laws.  Of course there will be a 

cognitive transition function; that is, a function that is specifiable at the level of 

representations.  But this function need not be specifiable in any general way at the 

representational level.  This point is important in the context of Horgan and Tienson’s 

discussion because they are concerned to reject classical AI’s assumption that cognitive 

transitions can be physically implemented by means of representation-level rules.  If there is 

no way to specify the cognitive transition function of a system in a general way, then that will 

not be the case.  But their point is important for our purposes as well.  Putting the point in 

terms of cognitive states rather than in terms of representations: If the dispositions of the 

system need not be describable in a general way at the level of cognitive states, then that 

amounts to saying that its dispositions need not be describable by cognitive rules.  And that 

means that the activity of the system need not be governed by cognitive rules in the sense of 
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RG4, since “governed by cognitive rules” in that sense just means “describable by cognitive 

rules.” 

 Horgan and Tienson give several arguments for concluding that their model gives an 

accurate account of human cognition.  But as I have said above, it is not my purpose here to 

defend any such empirical thesis.  Rather, the relevant point for my purposes is that Horgan 

and Tienson have described a possible model of human cognition.  Now suppose that their 

possible model is correct and that cognitive science establishes this beyond any doubt.  

Suppose that paradigm cases of perception, inductive reasoning, memory, and the like arise 

in accordance with the model and that we all accept that this is the case.  For example, we all 

believe that walking into the room and seeing that there are chairs there is the result of just 

the kind of connectionist processing that the model invokes.  Surely we would not judge that 

therefore no one knows that there are chairs in the room.  We would not judge, that is, that 

we have no perceptual knowledge, no knowledge by induction, and so on.  On the contrary, 

we would judge that we have learned some interesting details about how such knowledge in 

fact arises.  Clearly, then, the concept of knowledge does not require that knowledge be rule 

governed.  Strong deontological theories of epistemic justification are false. xxxvi 

 
4.  A virtue approach to epistemic justification. 

In this last section of the paper I want to briefly argue that virtue theories of epistemic justification 

provide an attractive alternative to deontological theories.  We have been thinking of deontological 

theories in epistemology as modeled after Kantian rule-based theories in ethics.  By contrast, virtue 

theories in epistemology are modeled after virtue theories in ethics.  This main idea is best 

understood in terms of a thesis about the direction of analysis.  Just as virtue theories in ethics try to 

understand the normative properties of actions in terms of the normative properties of moral 



agents, virtue theories in epistemology try to understand the normative properties of beliefs in terms 

of the normative properties of cognitive agents.  Hence virtue theories in ethics have been described 

as person-based rather than act-based, and virtue theories in epistemology has been described as 

person-based rather than belief-based.xxxvii   

 What is the nature of the intellectual virtues?  As in moral theory, this is a controversial question 

on which various positions are possible.  Thus Kant thought that moral virtue was primarily a 

function of proper motivation. In a famous passage, Kant writes that “A good will is not good 

because of what it effects or accomplishes—because of its fitness for attaining some proposed end: 

it is good through its willing alone—that is, good in itself.”  And again,  

 
Skill and diligence in work have a market price; wit, lively imagination, and humour 
have a fancy price; but fidelity to promises and kindness based on principle (not on 
instinct) have an intrinsic worth.  In default of these, nature and art alike contain 
nothing to put in their place; for their worth consists, not in the effects which result 
from them, not in the advantage or profit they produce, but in the attitudes of 
mind—that is, in the maxims of the will—which are ready in this way to manifest 
themselves in action even if they are not favoured by success.xxxviii 

 
According to Aristotle, however, the moral virtues involve both a motivational component and a 

reliable success component: a virtuous person is motivated toward the good, but is also successful in 

achieving it.  Hence Aristotle agrees that moral virtue is “concerned with choice,” but also writes, 

every virtue or excellence both brings into good condition the thing of which it is the 
excellence and makes the work of that thing be done well. . . .  Therefore, if this is 
true in every case, the virtue of man also will be the state of character which makes a 
man good and which makes him do his own work well.xxxix 
 

An Aristotelian account of the moral virtues, therefore, combines considerations of both 

responsibility and reliability.  Like Kant’s good will, the morally virtuous person is praiseworthy in 

that her character displays an appropriate motivational orientation. But on Aristotle’s account, the 

morally virtuous person is also reliable, in that she reliably achieves the moral goods that she is 

motivated to pursue. 
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 Now it seems to me that the Aristotelian model is the better one for theories of epistemic 

justification, since it seems to me that knowledge requires both responsibility in one’s cognitive 

conduct and reliability in achieving epistemic ends.  But however we decide this issue, the main 

point is that virtue theories define epistemic justification in terms of the normative properties of 

persons, i.e. the stable dispositions or character traits that constitute their intellectual virtues, 

however these are to be understood.  Here is an example of how such a definition might be 

constructed.  First, we can define subjective praiseworthiness and objective reliability as follows: 

V(SJ). S is subjectively praiseworthy in believing p if and only if S's believing 
p results from the intellectual dispositions that S manifests when S is 
motivated to believe the truth. 
 
V(OJ). S is objectively reliable in believing p if and only if S's believing p 
results from dispositions of S’s intellectual character that reliably produce true 
belief. 
 

We may then define epistemic justification as follows. 
 
V(EJ). A belief p is epistemically justified for S if and only if S is both 
subjectively praiseworthy and objectively reliable in believing p. 
 

 And now we are in a position to make the main point of this section: Whether we understand 

epistemic justification in terms of motivational orientation, reliable success, or both, a virtue 

approach is neutral regarding whether justified belief is rule governed.  More specifically, virtue 

theories are neutral regarding whether the cognitive dispositions that give rise to epistemic 

justification are grounded in rule-governed behavior. 

 Here we may follow Sosa by distinguishing between a disposition and the basis for that 

disposition. 

Of course one and the same virtue might have several different alternative possible 
grounds or bases.  Thus the disposition to roll down an incline if free at its top with 
a certain orientation, in a certain environment (gravity, etc.), may be grounded in the 
sphericity and rigidity of an object, or alternatively it may be grounded in its 
cylindricality and rigidity.  Either way, the conditional will obtain and the object will 
have the relevant disposition to roll.  Similarly, Earthians and Martians may both be 
endowed with sight, in the sense of having the ability to tell colors and shapes, etc., 



though the principles of the operation of Earthian sight may differ widely from the 
principles that apply to Martians, which would or might presumably derive from a 
difference in the inner structure of the two species of being.xl  

   
 In a similar manner, we could understand the dispositions involved in proper motivation and 

reliable success as being themselves grounded in conformance to cognitive rules.  If the rules are of 

the right kind, and if they reliably produce true belief in S’s environment, then S’s beliefs will satisfy 

the definitions above in virtue of S’s cognitive activity being governed by those rules. Thus a virtue 

approach to epistemic justification is consistent with the hypothesis that knowledge-producing 

cognition is rule governed.  But a virtue approach is also consistent with the alternative hypothesis 

that knowledge-producing cognition is not rule governed.  The definitions above say nothing about 

how S’s dispositions arise, and so it leaves it open that S’s dispositions might be grounded in 

cognitive architecture that does not involve cognitive rules. And this is just what we want if the 

architecture question is an empirical one. 

 Finally, we may note that virtue theories also avoid the objection raised above against weak 

deontological theories.  The problem for weak deontological theories was that they do not 

discriminate between having good reasons and believing for good reasons.  More generally, in cases 

of knowledge etiology matters: it is required that the knower form her belief in the right way, or at 

least maintain it in the right way.  Virtue theories easily accommodate this consideration, for they 

require that knowledge be grounded in virtuous character.  In cases of inferential knowledge, this 

will involve dispositions to form one’s beliefs on the basis of reliable evidence.   In cases of non-

inferential knowledge, this will involve dispositions to form one’s beliefs in other ways that are both 

responsible and reliable.  Hence virtue theories clearly fall into the class of what Goldman calls 

‘genetic theories.’xli  What distinguishes virtue theories from other genetic theories is that, as 

Aristotle says, ‘the moving principle is in the agent himself.’xlii 

 In conclusion, I have argued against both weak and strong deontological theories of justification, 

and I have argued that virtue theories of justification can avoid the objections raised against each.  
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The main objection raised against weak deontological theories is that they fail to take into account 

the causal etiology of belief. For example, such theories fail to distinguish between having good 

reasons and believing for good reasons.  But whether a belief qualifies as knowledge is partly a 

matter of etiology, and so weak deontological theories are too weak. The main argument against 

strong deontological theories is that they say too much about causal etiology.  Specifically, such 

theories require that knowledge be governed by rules, whereas our intuitions about which cases 

count as knowledge support no such requirement. Therefore, strong deontological theories are too 

strong.  In contrast, virtue theories make causal etiology matter, requiring that in cases of knowledge 

belief is the result of virtuous cognitive character.  However, virtue theories need not require that 

knowledge be governed by rules.  On the contrary, they can make this an empirical question about 

the basis of intellectual virtue, rather than a philosophical question about the conditions for 

knowledge.xliii 
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