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JOHN GRECO 
 

VIRTUES IN EPISTEMOLOGY 
 
What is a virtue in epistemology? In the broadest sense, a virtue is an excellence of some kind. In 

epistemology, the relevant kind of excellence will be “intellectual.”  But then what is an intellectual 

virtue?  Some philosophers have understood intellectual virtues to be broad cognitive abilities or 

powers. On this view, intellectual virtues are innate faculties or acquired habits that enable a person 

to arrive at truth and avoid error in some relevant field.  For example, Aristotle defined “intuitive 

reason” as the ability to grasp first principles, and he defined “science” as the ability to demonstrate 

further truths from these.i  Some contemporary authors add accurate perception, reliable memory, 

and various kinds of good reasoning to the list of intellectual virtues.  These authors follow Aristotle 

in the notion that intellectual virtues are cognitive abilities or powers, but they loosen the 

requirements for what count as suchii   

 Other authors have understood the intellectual virtues quite differently, however.  On their view 

intellectual virtues are more like personality traits than cognitive abilities or powers.  For example, 

intellectual courage is a trait of mind that allows one to persevere in one’s ideas.  Intellectual open-

mindedness is a trait of mind that allows one to be receptive to the ideas of others.  Among these 

authors, however, there is disagreement about why such personality traits count as virtues. Some 

think it is because they are truth-conducive, increasing one’s chances of arriving at true beliefs while 

avoiding false beliefs.iii  Others think that such traits are virtues independently of their connection to 

truth—they would be virtues even if they were not truth-conducive at all.iv   

Who is right about the nature of the intellectual virtues?  One might think that this is a matter of 
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semantics—that different authors have simply decided to use the term “intellectual virtue” in 

different ways.  In the essay that follows I will argue that there is some truth to this analysis.  

However, it is not the whole truth.  This is because epistemologists invoke the notion of an 

intellectual virtue for specific reasons, in the context of addressing specific problems in 

epistemology.  In effect, they make claims that understanding the intellectual virtues in a certain way 

allows us to solve those problems.  And of course claims like that are substantive, not merely 

terminological.  In Part One of this essay I will review some recent history of epistemology, focusing 

on ways in which the intellectual virtues have been invoked to solve specific epistemological 

problems.  The purpose of this part is to give a sense of the contemporary landscape that has 

emerged, and to clarify some of the disagreements among those who invoke the virtues in 

epistemology.  In Part Two, I will explore some epistemological problems in greater detail.  The 

purpose of this part is to defend a particular approach in virtue epistemology by displaying its power 

in addressing these problems. 

 
Part One.  History and landscape 

1. Sosa’s virtue perspectivism. 

The intellectual virtues made their contemporary debut in a series of papers by Ernest Sosa.v  In 

those papers Sosa is primarily concerned with two problems in the theory of knowledge.  The first is 

the debate between foundationalism and coherentism.  The second is a series of objections that have 

been raised against reliabilism. 

a. Foundationalism and coherentism. 

Foundationalism and coherentism are positions regarding the structure of knowledge.  According to 

foundationalism, knowledge is like a pyramid: a solid foundation of knowledge grounds the entire 

structure, providing the support required by knowledge at the higher levels.  According to 

coherentism, knowledge is like a raft: different parts of the structure are tied together via relations of 
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mutual support, with no part of the whole playing a more fundamental role than do others.vi  Let us 

use the term “epistemic justification” to name whatever property it is that turns mere true belief into 

knowledge.  We may then define “pure coherentism” as holding that only coherence contributes to 

epistemic justification, and we may define “pure foundationalism” as holding that coherence does 

not contribute to epistemic justification at all.  In the papers that introduce the notion of an 

intellectual virtue, Sosa argues that neither pure coherentism nor pure foundationalism can be right.   

 Against pure coherentism is the well-known objection that there can be highly coherent belief-

systems that are nevertheless largely divorced from reality. But then coherence cannot be the only 

thing that matters for epistemic justification.  Sosa presses this basic point in various ways.   For one, 

consider the victim of Descartes’ evil demon.  By hypothesis, the victim’s beliefs are as coherent as 

our own.  That is, they are members of a coherent system of beliefs, tied together by a great number 

and variety of logical and quasi-logical relations.  Suppose that by chance some few of those beliefs 

are also true.  Surely they do not amount to knowledge, although both true and coherent.vii   

 Another way that Sosa argues the point is to highlight the importance of experience for 

epistemic justification.  Consider that any human being will have perceptual beliefs with few 

connections to other beliefs in her total belief system.  For example, my perceptual belief that there 

is a bird outside my window has few logical relations to other beliefs that I have.  But then one can 

generate counterexamples to pure coherentism by means of the following recipe.  First, replace my 

belief that there is a bird outside my window with the belief that there is squirrel outside my 

window.  Second, make whatever few other changes are necessary to preserve coherence.  For 

example, replace my belief that I seem to see a bird with the belief that I seem to see a squirrel.  

Clearly, the over-all coherence of the new belief system will be about the same as that of the first.  

This is because coherence is entirely a function of relations among beliefs, and those relations are 

about the same in the two systems.  But it seems wrong that the new belief about the squirrel is as 
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well justified as the old belief about the bird, for my sensory experience is still such that I seem to 

see a bird, and do not seem to see a squirrel.  Again, coherence cannot be the only thing that 

contributes to epistemic justification.viii 

 However, there is an equally daunting problem for pure foundationalism, although the way to 

see it is less direct.  Consider how foundationalism might account for my knowledge that there is a 

bird outside the window.  Since the knowledge in question is perceptual, it is plausible to say that it 

is grounded in sensory experience.  Specifically, it is plausible to say that my belief that there is a bird 

outside the window is epistemically justified because it is grounded in a visual experience of a 

particular phenomenal quality.  What is more, this explains the difference in epistemic status 

between my belief about the bird and the belief about the squirrel above.  In the latter case, there is 

no grounding in sensory experience of a relevant sort.  But here a problem lurks.  Consider the 

foundationalist epistemic principle invoked above, i.e. that a particular sort of sensory experience, 

with a particular phenomenal quality, justifies the belief that there is a bird outside the window.  Is 

this to be understood as a fundamental principle about epistemic justification, or is it to be 

understood as an instance of some more general principle?  If we say the former, then there would 

seem to be an infinite number of such principles, with no hope for unity among them.  In effect, we 

would be committed to saying that such principles, in all their number and variety, merely state brute 

facts about epistemic justification.  This is hardly a satisfying position.  The more attractive view is 

that such principles are derived.  But then there is more work to be done. Something more 

fundamental about epistemic justification remains to be explained. 

 This is where the notion of an intellectual virtue is useful, Sosa argues.  Virtues in general are 

excellences of some kind; more specifically, they are innate or acquired dispositions to achieve some 

end.  Intellectual virtues, Sosa argues, will be dispositions to achieve the intellectual ends of grasping 

truths and avoiding falsehoods.  This notion of an intellectual virtue can be used to give a general 
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account of epistemic justification as follows:   

A belief B(p) is epistemically justified for a person S (i.e. justified in the sense required 
for knowledge) if and only if B(p) is produced by one or more intellectual virtues of S.   

 
This account of justification, Sosa argues, allows us to explain the unifying ground of the 

foundationalist’s epistemic principles regarding perceptual beliefs.  Specifically, such principles 

describe various intellectually virtuous dispositions.  Thus human beings are gifted with perceptual 

powers or abilities; i.e. dispositions to reliably form beliefs about the environment on the basis of 

sensory inputs of various modalities.  Such abilities are relative to circumstances and environment, 

but they are abilities nonetheless.  The foundationalist’s epistemic principles relating perceptual 

beliefs to their experiential grounds can now be understood as describing or explicating these 

various abilities.ix   

 And the pay-off does not end there. For it is possible to give similar accounts of other sources 

of justification traditionally recognized by foundationalism.  Because they are reliable, such faculties 

as memory, introspection and logical intuition count as intellectual virtues, and therefore give rise to 

epistemic justification for their respective products.  In a similar fashion, various kinds of deductive 

and inductive reasoning reliably take one from true belief to further true belief, and hence count as 

virtues in their own right.  By defining epistemic justification in terms of intellectual virtue, Sosa 

argues, we get a unified account of all the sources of justification traditionally recognized by 

foundationalism.x 

 Once the foundationalist makes this move, however, pure foundationalism becomes untenable.  

We said that perception, memory and the like are sources of epistemic justification because they are 

intellectual virtues.  But now coherence has an equal claim to be an intellectual virtue, and hence an 

equal claim to be a source of epistemic justification.  The intellectual virtues were characterized as 

cognitive abilities or powers; as dispositions that reliably give rise to true belief under relevant 

circumstances and in a relevant environment.  We may now think of coherence-- or more exactly, 
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coherence-seeking reason-- as just such a power.  In our world, in normal circumstances, coherence-

seeking reason is also a reliable source of true belief and hence a source of epistemic justification.xi   

 Finally, Sosa argues, we are now in a position to recognize two kinds of knowledge.  First, there 

is “animal knowledge,” enjoyed by any being whose true beliefs are the products of intellectual 

virtue.  But second, there is “reflective knowledge,” which further requires a coherent perspective on 

one’s beliefs and their source in intellectual virtue.  We may also label the latter kind of knowledge 

“human knowledge,” recognizing that the relevant sort of reflective coherence is a distinctively 

human virtue.  More exactly,  

S has animal knowledge regarding p only if  
1. p is true, and  
2. S’s belief B(p) is produced by one or more intellectual virtues of S. 

 
S has reflective knowledge regarding p only if  

1. p is true,   
2. S’s belief B(p) is produced by one or more intellectual virtues of S, and 
3. S has a true perspective on B(p) as being produced by one or more 

intellectual virtues, where such perspective is itself produced by an 
intellectual virtue of S.xii 

  
b. Reliabilism. 

Let us define generic reliabilism as follows. 

A belief B(p) is epistemically justified for S if and only if B(p) is the outcome of a 
sufficiently reliable cognitive process, i.e. a process that is sufficiently truth-
conducive.xiii 

 
Generic reliabilism is a powerful view.  For one, it accounts for a wide range of our pre-theoretical 

intuitions regarding which beliefs have epistemic justification.  Thus reliabilism explains why beliefs 

caused by perception, memory, introspection, logical intuition, and sound reasoning are epistemically 

justified, and it explains why beliefs caused by hallucination, wishful thinking, hasty generalization, 

and other unreliable processes are not.  The view also provides a powerful resource against well-

known skeptical arguments.  For example, a variety of skeptical arguments trade on the assumption 

that our cognitive faculties must be vindicated as reliable in order to count as sources of epistemic 
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justification.  Because it seems impossible to provide such vindication in a non-circular way, a broad 

skeptical conclusion threatens.  Generic reliabilism cuts off this kind of skeptical reasoning at its 

roots, with the idea that epistemic justification requires de facto reliability rather than vindicated 

reliability: the difference between knowledge and mere opinion is that the former is grounded in 

cognitive processes that are in fact reliable in this world.xiv 

 The view is powerful, but subject to a variety of problems.  One of these is that reliability seems 

insufficient for epistemic justification.  To see why, consider the following case.  Suppose that S 

suffers from a rare sort of brain lesion, one effect of which is to cause the victim to believe that he 

has a brain lesion.  However, S has no evidence that he has such a condition, and even has evidence 

against it. We can imagine, for example, that he has just been given a clean bill of health by 

competent neurologists.  It seems clear that S’s belief that he has a brain lesion is unjustified, 

although (by hypothesis) it has been caused by a highly reliable cognitive process.xv   

 The forgoing case seems to show that reliability is not sufficient for epistemic justification.  A 

second case seems to show that reliability is not necessary for epistemic justification. Consider again 

Descartes’ victim of an evil demon.  We said that, by hypothesis, the victim’s belief system is as 

coherent as our own.  We may now add that the victim bases her beliefs on her experience as we do, 

and reasons to new beliefs as we do.  Clearly, the victim’s beliefs cannot amount to knowledge, since 

she is the victim of massive deception.  But still, it seems wrong to say that her beliefs are not 

justified at all.  Let us follow Sosa and call this “the new evil demon problem” for reliabilism. 

According to simple reliabilism, epistemic justification is entirely a matter of reliability.  But the 

demon victim’s beliefs are not reliably formed.  The problem for reliabilism is to explain why the 

victim’s beliefs are nevertheless justified.xvi    

 Sosa argues that both of the above problems can be solved by invoking the notion of an 

intellectual virtue.  Consider the case of the epistemically serendipitous brain lesion.  What the case 
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shows is that not all reliable cognitive processes give rise to epistemic justification.  On the contrary, 

the reliabilist must place some kind of restriction on the kind of processes that do so.  Sosa’s 

suggestion is that the relevant processes are those which are grounded in the knower’s intellectual 

virtues; i.e., her cognitive abilities or powers.  Since the belief about the brain lesion does not arise in 

this way, making this move allows the reliabilist to deny that the belief is epistemically justified.xvii 

 Now consider the new evil demon problem.  Clearly the beliefs of the demon victim are not 

reliably formed, and therefore lack something important for knowledge. But notice that there are 

two ways that a belief can fail by way of reliability.  One way is that something goes wrong “from 

the skin inward.”  For example, the subject might fail to respond appropriately to her sensory 

experience, or might fail to reason appropriately from her beliefs.  Another way to go wrong, 

however, is “from the skin outward.”  Perhaps there is no flaw to be found downstream from 

experience and belief, but one’s cognitive faculties are simply not fitted for one’s environment.  It is 

this second way that the demon victim fails.  Internally speaking, she is as in good working order as 

we are.  Externally speaking, however, her epistemic condition is a disaster.  But then there is a 

straightforward sense in which even the victim’s beliefs are internally justified, Sosa argues.  Namely, 

they are beliefs that result from intellectual virtues.   

 We saw earlier that Sosa endorses the following account of epistemic justification. 

A belief B(p) is epistemically justified for a person S if and only if B(p) is produced 
by one or more intellectual virtues of S. 

 
According to Sosa, we need only add that whether a cognitive faculty counts as a virtue is relative to 

an environment.  The victim’s perception and reasoning powers are not reliable in her demon 

environment, and hence are not virtues relative to her world.  But those same faculties are reliable, 

and therefore do count as virtues, relative to the actual world.  Accordingly, we have a sense in 

which the demon victim’s beliefs are internally justified although not reliably formed.  In fact, Sosa 

argues, they are internally justified in every respect relevant for animal knowledge.xviii  
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 Finally, it is possible to define a further kind of internal justification associated with reflective 

knowledge.  Remember that reflective knowledge requires a perspective on one’s beliefs and their 

sources in intellectual virtue.  The victim of a deceiving demon might also enjoy such a perspective, 

together with the broad coherence that this entails.  This perspective and coherence provides the 

basis for a further kind of internal justification, Sosa argues.xix 

2. Moral Models of Intellectual Virtue. 

According to Sosa, an intellectual virtue is a reliable cognitive ability or power.  Coherence-seeking 

reason is thus an intellectual virtue if reliable, but so are perception, memory and introspection.  

Other philosophers have argued against this characterization of the intellectual virtues, however.  

For example, James Montmarquet’s account differs from Sosa’s in at least three major respects.xx 

 First, cognitive powers such as perception and reason do not count as intellectual virtues at all 

according to Montmarquet.  Rather, on his view the virtues are conceived as personality traits, or 

qualities of character, such as intellectual courage and intellectual carefulness.  In this way the 

intellectual virtues are analogous to the moral virtues, such as moral temperance and moral courage. 

 Second, Montmarquet argues that it is a mistake to characterize the intellectual virtues as reliable, 

or truth-conducive.  This is because we can conceive of possible worlds, such as Descartes' demon 

world, where the beliefs of intellectually virtuous persons are almost entirely false.  But traits such as 

intellectual courage and intellectual carefulness would remain virtues even in such a world, 

Montmarquet argues.  Likewise, we can conceive of worlds where intellectual laziness and 

carelessness reliably produce true beliefs.  But again, traits like laziness and carelessness would 

remain vices even in such worlds.  Therefore, Montmarquet concludes, the intellectual virtues can 

not be defined in terms of their reliability.  Montmarquet’s alternative is to define the virtues in 

terms of a desire for truth.  According to this model, the intellectual virtues are those personality 

traits that a person who desires the truth would want to have. 
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 Finally, on Montmarquet’s view the exercise and non-exercise of the intellectual virtues are 

under our control, and are therefore appropriate objects of praise and blame.  When one faces a 

truck approaching at high speed, one cannot help but perceive accordingly.  However, one can 

control whether one takes a new idea seriously, or considers a line of argument carefully.  Hence we 

have a third way in which Montmarquet’s account of the intellectual virtues departs from Sosa’s.  

 It is clear that Montmarquet’s account of the intellectual virtues has affinities with Aristotle’s 

account of the moral virtues.  Hence Montmarquet thinks of the intellectual virtues as personality 

traits or qualities, he emphasizes the importance of proper motivation, and he holds that the exercise 

of the virtues is under our control.  A philosopher who follows Aristotle’s model of the moral 

virtues even more closely is Linda Zagzebski.  In fact, Zagzebski criticizes Aristotle for maintaining a 

strong distinction between the intellectual and moral virtues, arguing that the former are best 

understood as a subset of the latter.xxi 

 According to Zagzebski, all virtues are acquired traits of character that involve both a 

motivational component and a reliable success component. Hence, all moral virtues involve a 

general motivation to achieve the good, and are reliably successful in doing so.  All intellectual 

virtues involve a general motivation to achieve true belief, and are reliably successful in doing so.  

But since the true is a component of the good, Zagzebski argues, intellectual virtues can be 

understood as a subset of the moral virtues.  In addition to their general motivation and reliability, 

each virtue can be defined in terms of its specific or characteristic motivational structure.  For 

example, moral courage is the virtue according to which a person is motivated to risk danger when 

something of value is at stake, and is reliably successful at doing so.  Benevolence is the virtue 

according to which a person is motivated to bring about the well-being of others, and is reliably 

successful at doing so.  Likewise, intellectual courage is the virtue according to which a person is 

motivated to be persevering in her own ideas, and is reliably successful at doing so.xxii   
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 One advantage of understanding the intellectual virtues this way, Zagzebski argues, is that it 

allows the following account of knowledge.  First, Zagzebski defines an "act of intellectual virtue."  

An act of intellectual virtue A is an act that arises from the motivational component 
of A, is something a person with virtue A would (probably) do in the circumstances, 
is successful in achieving the end of the A motivation, and is such that the agent 
acquires a true belief through these features of the act.xxiii 

 
We may then define knowledge as follows: 
 

S has knowledge regarding p if and only if  
1. p is true, and  
2. S’s true belief B(p) arises out of acts of intellectual virtue. 

 
Since the truth condition is redundant in the above definition, we may say alternatively: 
 

S has knowledge regarding p if and only if S’s believing p arises out of acts of 
intellectual virtue.xxiv 

  
 Even more so than Montmarquet, Zagzebski adopts Aristotle’s account of the moral virtues as 

her model for understanding the intellectual virtues.  Thus on her account a) the intellectual virtues 

are understood as acquired traits of character, b) their acquisition is partly under our control, c) both 

their possession and exercise are appropriate objects of moral praise, and d) both their lack and non-

exercise can be appropriate objects of moral blame.  It is noteworthy that Zagzebski’s account 

departs from Sosa’s on all of these points.  Thus for Sosa the intellectual virtues are cognitive 

abilities rather than character traits, they need not be acquired, and their acquisition and use need 

not be under one’s control.  On Sosa’s account, the possession and exercise of the intellectual 

virtues are grounds for praise, but this need not be praise of a moral sort.  Hence we praise people 

for their keen perception and sound reasoning, but this is more like praise for a tennis player’s skills 

than like praise for a hero’s courage. 

 On the face of things, therefore, there would seem to be a significant disagreement over the 

nature of the intellectual virtues.  But at this point it might be suggested that the issue is merely 

terminological.  What Zagzebski means by a virtue is something close to what Aristotle means by a 
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moral virtue, and therefore natural cognitive powers such as perception and memory do not count 

as virtues on her meaning of the term.  Sosa has adopted a different sense of the term, however, 

according to which anything that has a function has virtues.  In this sense, a virtue is a characteristic 

excellence of some sort, and reliable perception and reliable memory qualify as intellectual 

excellences.  But to see this as a terminological dispute obscures a substantive one.  This comes out 

if we recall that both Sosa and Zagzebski offer accounts of knowledge in terms of their respective 

notions of intellectual virtue.  The substantive question is now this: Which account of the intellectual 

virtues better serves this purpose? Sosa also invokes the intellectual virtues to address the dispute 

between foundationalism and coherentism over the structure of knowledge.  Here we may ask again: 

Which notion of the intellectual virtues is best suited for this purpose?   

 Once the question regarding the nature of the intellectual virtues is framed this way, however, it 

seems clear that Zagzebski’s account is too strong.  Consider first the idea that knowledge arises out 

of acts of intellectual virtue. On Zagzebski’s account, this means that knowledge must manifest 

dispositions that both a) involve a certain motivational structure, and b) involve relevant kinds of 

voluntary control.  But neither of these requirements seems necessary for knowledge.  

 Consider a case of simple perceptual knowledge: You are crossing the street in good light, you 

look to your left, and you see that a large truck is moving quickly toward you.  It would seem that 

you know that there is a truck moving toward you independently of any control, either over the 

ability to perceive such things in general, or over this particular exercise of that ability.  Neither is it 

required that one have a motivation to be open-minded, careful, or the like.  On the contrary, it 

would seem that you know that there is a truck coming toward you even if you are motivated not to 

be open-minded, careful, or the like.   

 In reply to this sort of objection, one might suggest that Zagzebski’s conditions for perceptual 

knowledge do not require either the relevant kind of control or the relevant kind of motivation.  
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This is because her definition of knowledge does not require that one actually possess intellectual 

virtues in her sense.  Rather, knowledge requires only an act of intellectual virtue, and that is defined 

in terms of what an intellectually virtuous person would do in similar circumstances.  Since 

intellectually virtuous persons form their perceptual beliefs without voluntarily control and without 

Zagzebski-type motivations, Zagzebski’s account of knowledge does not require either of these.xxv   

 The appropriate reply to this objection depends on how we are to interpret the locution 

“something a person with virtue A would (probably) do in the circumstances” in Zagzebski’s 

definition of an act of intellectual virtue.  If we interpret this locution strongly, so that it implies 

intellectually virtuous control and motivation, then Zagzebski’s definition of knowledge does require 

these.  This is the natural interpretation, since Zagzebski thinks that moral credit requires these, and 

that knowers deserve moral credit for their knowledge.  But suppose we interpret the locution so 

that acts of intellectual virtue do not require virtuous control or motivation.  In that case, it may be 

true that someone with perceptual knowledge does “something a person with virtue would do” in 

the circumstances.  But now that “something a person with virtue would do” will not be something 

the virtuous person does qua virtuous person.  In other words, Zagzebki-type intellectual virtues will 

be doing no work in the resulting definition of knowledge, and so knowledge will no longer be 

defined in terms of Zagzebski-type intellectual virtues. 

 Similar considerations show that Zagzebski’s account of the intellectual virtues is ill suited for 

addressing the dispute between foundationalism and coherentism. In that context, Sosa invoked the 

notion of an intellectual virtue to a) give a unified account of traditional foundationalist sources of 

epistemic justification, and b) explain how coherence can be a source of epistemic justification as 

well.  We have already seen that Zagzebski’s notion of an intellectual virtue is too strong to yield an 

adequate account of perceptual knowledge.  For the same reasons, it is also too strong to yield an 

adequate account of other sources of foundational knowledge, such as memory, introspection and 
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logical intuition.  Perhaps this is especially clear in the case of logical intuition. Consider a 

mathematical genius who never engages in Zagzebski-type acts of intellectual virtue.   For example, 

he never engages in acts that would be considered fair-minded, open-minded, careful, or thorough.  

However, suppose that despite this the person is highly reliable in relevant domains, and even 

outperforms other, more open-minded, fair-minded, careful and thorough mathematicians.  It seems 

clear that such a person does not lack knowledge for lack of Zagzebski-type virtuous acts.xxvi   

 We may conclude that the accounts of intellectual virtue defended by Zagzebski and 

Montmarquet are ill suited to address either the nature of knowledge or the dispute between 

foundationalism and coherentism over the structure of knowledge.  An account of the intellectual 

virtues modeled on Aristotle’s account of the moral virtues is too strong for these purposes.  That is 

not to say, however, that the moral model is not apt for other purposes.  Montmarquet sees this 

clearly when he rejects the idea that he is giving an account of epistemic justification, or the kind of 

justification required for knowledge.  Rather, he uses the notion of an intellectual virtue to give an 

account of “doxastic responsibility,” or the kind of responsibility for belief that can ground moral 

responsibility for actions.  Often enough, the morally outrageous actions of tyrants, racists and 

terrorists seem perfectly reasonable, even necessary, in the context of their distorted belief system.  

In order to find their actions blameworthy, it would seem that we have to find their beliefs 

blameworthy as well.  An account of the intellectual virtues based on a moral model provides what 

we are looking for, Montmarquet argues.  Such an account allows a plausible sense in which justified 

(and unjustified) beliefs are under a person's control, and therefore allows a way to view such beliefs 

as appropriate objects of moral blame and praise.  

 We have seen that Montmarquet’s notion of an intellectual virtue is not intended to address 

traditional epistemological concerns about the nature and structure of knowledge.  In fact, a number 

of authors who adopt a moral model for the intellectual virtues indicate that they are interested in 
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problems that fall outside the scope of traditional epistemological inquiry.  For example, Lorraine 

Code sets out to explore our “responsibility as knowers,” and is concerned to emphasize the social, 

moral and political importance of our cognitive practices. A major focus of Code’s inquiry is the 

ways in which our intellectual and moral responsibilities are intertwined and interdependent.  It is no 

surprise, therefore, that Code adopts a notion of intellectual virtue that emphasizes agency and that 

can ground evaluations in terms of intellectual responsibility.xxvii  Vrinda Dalmiya is another author 

who adopts a moral model of intellectual virtue that is well suited for her purposes.  Dalmiya argues 

that knowledge of other selves requires intellectual virtues centered on the activity of caring.  In 

effect, to know another self requires a morally significant relationship—an interactive process that 

involves empathy and trust, as well as important moral choices.  Here again, a notion of intellectual 

virtue that allows relevant kinds of agency and responsibility is appropriate for the purposes at 

hand.xxviii   

 It seems clear that an account of the intellectual virtues modeled on Aristotle’s account of the 

moral virtues is apt for addressing a variety of epistemological concerns.  It is a mistake, however, to 

generalize from such concerns to an account of knowledge per se.  As we have seen, the moral 

model is ill suited for that purpose, since it will result in an account of knowledge that is too strong.  

 
3. Wisdom and understanding.  

Perhaps another place where the moral model is useful is in accounts of “higher grade” epistemic 

achievements such as wisdom and understanding. According to Zagzebski, wisdom has clear moral 

dimensions.  Thus wisdom unifies the knowledge of the wise person, but also her desires and values.  

This is why it is impossible for wisdom to be misused, she argues, and why it is incoherent to talk of 

a person that is wise but immoral.  Also, wisdom is achieved only through extensive life experience, 

and hence takes time to acquire.  Therefore, Zagzebski argues, wisdom is best understood on a 

moral model of the intellectual virtues, either because it is such a virtue itself, or because it is the 
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product of such virtues.xxix  This seems plausible, especially if we mean wisdom to include practical 

wisdom, or wisdom regarding how one ought to live.  But again, it would be a mistake to generalize 

from an account of wisdom to an account of knowledge per se.  I suggest that Zabzebski’s account 

of wisdom is plausible precisely because we think that wisdom is harder to achieve than knowledge.  

The stronger conditions implied by Zagzebski’s account therefore seem more appropriate here than 

in a general account of knowledge.   

 I have argued that Zagzebski’s position benefits from a distinction between knowledge and 

wisdom.  By maintaining this distinction, it is possible to resist putting conditions on knowledge per 

se that are appropriate only for knowledge of a higher grade.  In a similar fashion, Sosa’s position 

benefits from a distinction between knowledge and understanding.xxx  To see how this is so, it is 

useful to notice a tension in Sosa’s thinking. 

 Recall that Sosa makes a distinction between animal knowledge and reflective knowledge.  One 

has animal knowledge so long as one’s true belief has its source in a reliable cognitive faculty.  One 

has reflective knowledge only if one’s first-order belief also fits into a coherent perspective, which 

perspective must include a belief that one’s first-order belief has its reliable source. Sometimes Sosa 

writes as if animal knowledge is real knowledge, while reflective knowledge amounts to a higher 

achievement still.xxxi  In other places Sosa’s evaluation of animal knowledge is less enthusiastic.  

Hence he calls it “servomechanic” and “mere animal” knowledge, and in one place suggests that the 

label is “metaphorical.”xxxii  Either way, however, it is clear that Sosa thinks animal knowledge is of a 

lesser kind than reflective knowledge. 

 The tension is now this: As we saw above, Sosa holds that the virtue of coherence is its 

reliability.  Like perception, memory and introspection, reason-seeking coherence makes its 

contribution to epistemic justification and knowledge because it is reliable.  But then why should 

reflective knowledge be of a higher kind than animal knowledge?   If the difference between animal 
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and reflective knowledge is a coherent perspective, and if the value of coherence is its reliability, it 

would seem that the distinction between animal knowledge and reflective knowledge is at most a 

difference in degree rather than in kind. Moreover, we have no good reason to think that a person 

with reflective knowledge will always be more reliable than a person with only animal knowledge.  It 

seems clearly possible, that is, that the cognitive virtues of a person without an epistemic perspective 

could be more reliable than the cognitive virtues of a person with it.  But then reflective knowledge 

is not necessarily higher than animal knowledge, even in degree.  

 Here is a different problem for Sosa’s view.  Suppose we take what seems to be Sosa’s 

considered position, which is that human knowledge is reflective knowledge.  On this view a broad 

skepticism threatens, because it seems clear that in the typical case most people lack the required 

epistemic perspective.  That is, in the typical case most people lack beliefs about the source of their 

first-order belief, and whether that source is reliable.  For example, in most cases where I have a 

belief that there is a bird outside my window, I do not have further beliefs about the source of that 

belief, or about the reliability of that source.  Sosa’s response to this kind of objection is to stress 

that the required epistemic perspective need only be implicit.  Thus he writes, 

[A person judging shapes on a screen] is justified well enough in taking it that, in his 
circumstances, what looks to have a certain shape does have that shape.  He 
implicitly trusts that connection, as is revealed by his inferential 'habit' of moving 
from experiencing the look to believing the seen object to have the corresponding 
shape.  So the 'belief' involved is a highly implicit belief, manifested chiefly in such a 
'habit'. . . . xxxiii 
 

But it is important to maintain a distinction between a) implicit beliefs and b) habits or dispositions 

for forming beliefs.  One reason we need the distinction is because often there are such dispositions 

where there are no such beliefs.  For example, simple pattern recognition in perception involves 

dispositions of amazing subtlety and complexity—i.e., dispositions to go from perceptual cues to 

beliefs about external stimuli.xxxiv  But it is highly implausible to attribute beliefs about such perceptual 

cues, and about their connections to external stimuli, to perceivers.  It is implausible to attribute 
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such beliefs to adult perceivers, not to mention small children and animals.  But all perceivers, small 

children and animals included, have the relevant dispositions to form perceptual beliefs.   

 Moreover, there is a second reason for Sosa to insist on the distinction between implicit beliefs 

and dispositions for forming beliefs. For without it, his distinction between animal knowledge and 

reflective knowledge collapses.  Recall that even animal knowledge requires a source in reliable 

cognitive abilities or powers; that is, it requires a source in intellectual virtues. But the virtues 

required for animal knowledge just are dispositions for forming beliefs.  If we identify such 

dispositions with a perspective on one’s beliefs, then there will be no difference between animal and 

reflective knowledge.  Therefore, Sosa’s position seems to result in skepticism regarding reflective 

knowledge.  In order to maintain a distinction between animal and reflective knowledge at all, we 

must understand one’s epistemic perspective to involve beliefs about one’s first-order beliefs and 

their sources, and not just dispositions for forming first-order beliefs.  But then it is implausible that 

human beings typically have an epistemic perspective, and therefore implausible that human beings 

typically have reflective knowledge. 

 In the preceding paragraphs we have identified two problems for Sosa’s position.  First, Sosa’s 

distinction between animal and reflective knowledge seems unmotivated, given his claim that the 

virtue of coherence is its reliability.  If that claim is correct, then there is no good reason for thinking 

that reflective knowledge is of a higher kind than animal knowledge, or that the two belong to 

significantly different kinds at all.  Second, if we do maintain the distinction, then the result seems to 

be a broad skepticism with respect to reflective (or human) knowledge.  This is because most human 

beings fail to have the required epistemic perspective. Both these problems can be solved, however, 

if we recognize two plausible claims: a) that there is a distinction in kind between knowledge and 

understanding, and b) that coherence has a distinctive value through its contribution to 

understanding.  The first problem is solved because this allows us to make a principled distinction 
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between non-reflective knowledge and reflective knowledge: in virtue of its greater coherence 

through an epistemic perspective, reflective knowledge involves a kind of understanding that non-

reflective knowledge lacks.  The second problem is solved because this allows us to drop the 

requirement of an epistemic perspective for human knowledge: non-reflective knowledge is real 

knowledge, and even real human knowledge.  Reflective knowledge is of a higher grade and of a 

rarer sort, involving a special kind of understanding.  On this view we still get a skeptical conclusion 

regarding reflective knowledge, since it will still be the case that few human beings have the kind of 

perspective that reflective knowledge requires.  But the sting is taken out of this conclusion if we 

recognize that it is a special kind of understanding, rather than knowledge per se, that people so 

often lack.  We never thought that such understanding was widespread in the first place, and so a 

skeptical conclusion in this regard is just what we would expect.xxxv  

 In effect, I am making the same diagnosis of Sosa’s account of knowledge as I did of 

Zagzebski’s, and I am suggesting the same solution.  In both cases I have argued that the 

requirements they put on knowledge are too strong, and that therefore their accounts have 

unattractive skeptical results.  And in both cases the solution is to distinguish between knowledge 

per se and some epistemic value of a higher grade.  This allows us to weaken the requirements on 

knowledge so as to make it generally attainable, and at the same time recognize the intellectual 

virtues that Zagzebski and Sosa want to emphasize. 

 However, one question remains: Why should the special kind of understanding involved in an 

epistemic perspective constitute a distinctive epistemic value?  Granting that understanding is a 

distinctive epistemic value over and above knowledge per se, and granting that coherence 

contributes to that distinctive value, why should the particular sort of understanding involved in an 

epistemic perspective constitute a distinctive epistemic value all of its own?  Consider that 

understanding has traditionally been understood in terms of knowledge of causes. Thus 
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understanding involves knowledge of why things exist, how they work, and how they are related.  

This is why it is plausible that coherence contributes to understanding: coherence in general, and 

especially explanatory coherence, contributes to a grasp of exactly these matters.  But then why 

should reflective knowledge, or understanding regarding the sources of one’s first-order beliefs, be 

considered a distinctive kind of understanding, with its own distinctive epistemic value?  Why should 

it be different from understanding about how humans came to exist, or what causes plants to grow, 

or how the mind is related to the body?  Obviously, reflective knowledge is distinctive by virtue of 

its subject matter—it concerns one’s first order beliefs and their source in reliable cognitive faculties.  

But the relevant question concerns why reflective knowledge is distinctive epistemically: Why should 

reflective knowledge be of a different epistemic kind than coherent understanding regarding other 

things?   

 It seems to me that there is no good answer to this question.  On the contrary, the above 

considerations show that reflective knowledge is not a distinctive epistemic kind at all.  The 

important distinction is not between animal knowledge and reflective knowledge, but between 

knowledge per se and understanding per se. 

  
Part Two. A Virtue Account of Knowledge. 

In Part One, we saw that different virtue theorists defend different, seemingly incompatible 

accounts of the intellectual virtues.  In this context I argued for an irenic conclusion: that different 

kinds of intellectual virtue or excellence are best suited to address different issues in epistemology.  

In particular, I argued 1) that a minimalist notion of the intellectual virtues, in which the virtues are 

conceived as reliable cognitive abilities or powers, is best suited for an account of knowledge; and 2) 

that stronger notions of the intellectual virtues are best suited to address a range of other issues.   

 In Part Two, I will pursue the idea that a minimalist, reliabilist notion of the intellectual virtues is 

useful for constructing an account of knowledge.  I will do so by addressing three important issues 
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for a theory of knowledge: the challenge of skepticism, Gettier problems, and the problem of 

explaining why knowledge is more valuable than mere true belief.  By defining knowledge in terms 

of the intellectual virtues so conceived, it is possible to adequately address all three of these issues.  

But first it will be helpful to make some general comments about virtue, epistemic justification, and 

knowledge. 

 
1. Agent Reliabilism. 

Recall generic reliabilism and the conditions it lays down for epistemic justification: 

A belief B(p) is epistemically justified if and only if B(p) is the outcome of a sufficiently 
reliable cognitive process. 
 

We saw that these conditions are too weak, as is demonstrated by the case of the epistemically 

serendipitous brain lesion.  The lesson to be learned from that case is that not all reliable cognitive 

processes give rise to epistemic justification and knowledge. Such considerations gave rise to an 

account in terms of intellectual virtue. 

A belief B(p) is epistemically justified for a person S if and only if B(p) is produced 
by one or more intellectual virtues of S; i.e. by one or more of S’s cognitive abilities 
or powers. 

 
Here the key is to make the cognitive agent the seat of reliability, thereby moving from generic reliabilism to 

agent reliabilism.  By restricting the relevant processes to those grounded in the knower’s abilities or powers, 

we effectively disallow strange and fleeting processes, including brain lesions and the like, from giving rise to 

epistemic justification.   

 Recall also that this way of thinking allows an account of internal justification, or the kind of justification 

enjoyed even by the victim of Descartes’s evil demon.  Thus Sosa suggested: 

A belief B(p) is epistemically justified for S relative to environment E if and only if 
B(p) is produced by one or more cognitive dispositions that are intellectual virtues in 
E. 
 

Notice that on this account the beliefs of the demon’s victim are as justified as ours, so long as we 
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relativize to the same environment.  This kind of justification is “internal” because it is entirely a 

function of factors “from the skin inward,” or better, “from the mind inward.”  This is insured by 

relativizing justification to external environments. 

 Finally, it is possible to define a sense of subjective justification, or a sense in which a belief is 

justified from the knower’s own point of view.  We have already seen that knowledge must be 

reliably formed.  Many have had the intuition that, in addition to this, a knower must be aware that 

her belief is reliably formed. One way to cash out such awareness is to require an epistemic 

perspective on the relevant belief, but I have argued that an account in these terms is too strong for 

a requirement on knowledge.  Nevertheless, a kind of awareness of reliability is manifested in the 

very dispositions that constitute one’s cognitive abilities: the fact that a person interprets experience 

one way rather than another, or draws one inference rather than another, manifests an awareness of 

sorts that some relevant evidence is a reliable indication of some relevant truth.  Or at least this is so 

if the person is trying to form her beliefs accurately in the first place—if the person is in the normal 

mode of trying to believe what is true, as opposed to what is convenient, or comforting, or 

politically correct.  We may use these considerations to define a sense of subjective justification that 

is not too strong to be a requirement on knowledge. 

A belief B(p) is subjectively justified for S if and only if B(p) is produced by cognitive 
dispositions that S manifests when S is motivated to believe what is true. 

 
In cases of knowledge such dispositions will also be virtues, since they will be objectively reliable in 

addition to being well motivated.  But even in cases where S is not reliable, she may nevertheless 

have justified beliefs in this sense, since her believing may nevertheless manifest well-motivated 

dispositions.  

 Since the notion of intellectual virtue employed in the above definitions is relatively weak, 

the account of epistemic justification and knowledge that results is relatively weak as well: there 
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is no strong motivation condition, no control condition, and no condition requiring an epistemic 

perspective. In the sections that follow, I will argue that this minimalist approach is just what is 

needed in a theory of knowledge. 

 
2. Skepticism. xxxvi 

A number of skeptical arguments have been prominent in the theory of knowledge. These 

arguments constitute philosophical problems in the following sense: they begin from premises that 

seem eminently plausible, and proceed by seemingly valid reasoning to conclusions that are 

outrageously implausible.  On this view, skeptical arguments present a theoretical problem rather 

than a practical problem.  The task for a theory of knowledge is to identify some mistake in the 

skeptical argument and to replace it with something more adequate.  Two of the most difficult of 

these problems come from Hume.  The first concerns our knowledge of unobserved matters of fact.  

The second concerns our knowledge of empirical facts in general.  

 
a. Skepticsm about unobserved matters of fact. 

According to Hume’s first argument, we can know nothing about the world that we do not currently 

observe. For example, I can’t know that my next sip of coffee will taste like coffee, or even that my 

cat will not sprout wings and fly away.   

 Here is how Hume’s reasoning goes.  First, he points out that everything we believe about 

unobserved matters of fact depends on previous observations.  Thus I believe that coffee tastes a 

certain way because I have tasted coffee before, and I believe that cats do not have wings or fly 

because I have had previous dealings with cats.  But such beliefs depend on an additional 

assumption as well, Hume argues.  For my observations about coffee and cats are relevant only if I 

assume that things such as coffee and cats act in regular ways.  In other words, I must assume that 

my previous observations of things give some indication of their future behavior.  But how is that 
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assumption to be justified? Hume argues that it cannot be, and that therefore all our beliefs about 

unobserved matters of fact are themselves unjustified.   

 Well, why can’t the assumption be justified?  Hume’s answer is straightforward: the assumption 

is itself a belief about unobserved matters of fact, and so any attempt to justify it must fall into 

circular reasoning.  Consider that I can justify my assumption that things act in regular ways only by 

relying on previous observations—I have observed that they do.  But these observations of past 

regular behavior are relevant for establishing additional regular behavior only if I assume the very 

thing I am trying to establish—that things behave in regular ways! 

 Hume’s argument can be put more formally as follows. 

1. All our beliefs about unobserved matters of fact depend for their evidence on a) 

previous observations, and b) the assumption (A1) that observed cases are a 

reliable indication of unobserved cases; that things behave (and will continue to 

behave) in regular ways. 
2. But (A1) is itself a belief about an unobserved matter of fact. 
3.  Therefore, assumption (A1) depends for its evidence on (A1). (1,2) 
4. Circular reasoning does not give rise to justification. 
5.  Therefore, (A1) is unjustified.  (3,4) 
6. All our beliefs about unobserved matters of fact depend for their evidence on an 

unjustified assumption. (1,5) 
7. Beliefs that depend for their evidence on an unjustified assumption are themselves 

unjustified 
8.  Therefore, none of our beliefs about unobserved matters of fact are justified. (6,7) 

 
b. Skepticism about the world. 

Here is another argument from Hume—this one concerning all our knowledge of matters of fact 

about the world, whether observed or unobserved.  The argument belongs to a family of skeptical 

arguments, all of which claim a) that our knowledge of the world depends on how things appear 

through the senses, and b) that there is no good inference from the way things appear to the way 

things actually are.  Here is the argument put formally. 

1. All of our beliefs about the world depend, at least in part, on the way things appear 
to us via the senses. 
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2.  The nature of this dependency is broadly evidential-- the fact that things in the 

world appear a certain way is often our reason for thinking that they are that way. 
3.  Therefore, if I am to know how things in the world actually are, it must be via some 

good inference from how things appear to me. (1,2) 
4.  But there is no good inference from the way things appear to the way things are.   
5.  Therefore, I cannot know how things in the world actually are. (3,4) 

 
 This argument is a powerful one. Premises (1) and (2) say only that our beliefs about the world 

depend for their evidence on the way things appear to us.  That seems undeniable.  Premise (4) is 

the only remaining independent premise, and there are excellent reasons for accepting it.  One 

reason mirrors the first argument from Hume above.  Specifically, our beliefs about the world 

depend for their evidence on a) sensory appearances, but also b) an assumption (A2) that the way 

things appear is a reliable indication of the way things are.  But assumption (A2) is itself a belief 

about the world, and so any attempt to justify it would depend on that very assumption.  Hence 

there can be no non-circular inference from sensory appearances to reality. 

 Here is a second reason in favor of premise (4).  Even if a non-circular inference from 

appearances to reality were possible in principle, no such inference would be psychologically 

plausible.  In other words, it would not be plausible that such an inference is actually used when we 

form beliefs about objects on the basis of sensory appearances. This is because an inference takes us 

from belief to belief, but we do not typically have beliefs about appearances.  In the typical case, we 

form our beliefs about objects in the world without forming beliefs about appearances at all, much 

less inferring beliefs about the world from beliefs about appearances. 

 
c. Where the skeptical arguments go wrong. 

Notice that the two skeptical arguments from Hume cannot be dismissed on the usual grounds.  For 

example, neither argument demands certainty for knowledge, nor does either depend on a 

controversial metaphysics.  On the contrary, the various premises of Hume’s arguments are 

consistent with innocent assumptions about the standards for knowledge, the ontology of 
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appearances, the relationship between mind and world, and the like.xxxvii  The real problem is that 

circular reasoning cannot give rise to knowledge, and our reasoning about things in the world, 

whether observed or unobserved, seems to be circular.  Once again, the task for a theory of 

knowledge is to identify the mistake in the arguments.  Something in the arguments is not innocent, 

and an adequate theory of knowledge should explain what that it is. 

 Agent reliabilism provides such explanations.  Consider first Hume’s argument concerning our 

beliefs about unobserved matters of fact.  That argument begins with the claim that all such beliefs 

depend on an assumption: that observed cases are a reliable indication of unobserved cases.  

Another way to put Hume’s claim is as follows: that our evidence for unobserved matters of fact 

must always contain some such assumption among its premises.  But why does Hume think that?  I 

suggest that Hume’s claim is based on a widespread but mistaken assumption about knowledge and 

evidence.  Namely, that there must be a necessary relation between an item of knowledge and the 

evidence that grounds it.  In cases of deductive knowledge the relation will be logical.  But even 

inductive knowledge, Hume thinks, must involve some quasi-logical relation.  That is why our 

evidence for beliefs about unobserved matters of fact needs a premise about observed cases being a 

reliable indication of unobserved cases: it is only through some such premise that a quasi-logical 

relation, this time a probability relation, is established. 

 Agent reliabilism allows a straightforward diagnosis of this line of reasoning: It is a mistake to 

think that there must be a necessary relation between evidence and knowledge.  On the contrary, 

knowledge requires evidence that is in fact reliable, as opposed to evidence that is necessarily reliable.  

More exactly, knowledge requires that the knower be in fact reliable in the way that she forms her 

beliefs on the basis of her evidence.  But if that is right, then Hume is wrong to think that our beliefs 

about unobserved matters of fact depend on assumption (A1) for their evidence.    
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 Agent reliabilism also explains where Hume’s second skeptical argument goes wrong.  That 

argument begins with the claim that beliefs about the world depend on the way things appear for 

their evidence, and concludes from this that knowledge of the world requires a good inference from 

appearances to reality.  But this line of reasoning depends on an implicit assumption: that sensory 

appearances ground beliefs about the world by means of an inference.  This assumption is mistaken, 

however, and agent reliabilism explains why. 

 Let us define an inference as a movement from premise-beliefs to a conclusion-belief on the 

basis of their contents and according to a general rule.  According to agent reliabilism, this is one 

way that a belief can be evidentially grounded, since using a good inference-rule is one way that a 

belief can be reliably formed.  But that is not the only way that an evidential relation can be 

manifested-- not every movement in thought constitutes an inference from premise-beliefs to a 

conclusion-belief according to a general rule.  For example, the movement from sensory 

appearances to belief does not.  When one forms a perceptual belief about the world, it is not the 

case that one first forms a belief about how things appear, and then infers that the way things appear 

is probably the way things are.  Rather, the process is more direct than that.  In a typical case of 

perception, one reliably moves from appearances to reality without so much as a thought about the 

appearances themselves, and without doing anything like following a rule of inference. Put simply, 

our perceptual powers are not reasoning powers. 

 It might be objected that the present point is merely a verbal one—I have rejected the 

assumption that the evidence of sensory appearances is inferential, but only by employing a 

restricted sense of "inference."  But this objection misses a more substantive point.  Namely, that 

not all movements in thought can be evaluated by the criteria governing inferences in the narrower 

sense defined above. In particular, to ask whether there is a good inference from sensory 

appearances to reality misunderstands the way that sensory appearances function as evidence for our 
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beliefs about the world.  This is the mistake that Hume’s second argument makes, and agent 

reliabilism explains why it is a mistake. 

 
4. Gettier Problems.xxxviii 

According to agent reliabilism, knowledge is true belief produced by the intellectual virtues of the 

believer, where intellectual virtues are understood to be reliable cognitive abilities or powers.  This 

account of knowledge explains a wide range of our pre-theoretical intuitions regarding which cases 

do and do not count as knowledge.  For example, the account continues to have the advantages of 

reliabilism: it explains why beliefs resulting from perception, memory, introspection, logical 

intuition, and sound reasoning typically count as knowledge, and it explains why beliefs resulting 

from hallucination, wishful thinking, and other unreliable processes do not.  Moreover, the account 

handles cases that have been deemed problematic for generic reliabilism, such as the case of the 

serendipitous brain lesion, and the case described in the new evil demon problem.  Nevertheless, 

more needs to be said in light of certain other cases.  Specifically, in this section I will argue that 

agent reliabilism has the resources to address a wide range of “Gettier problems.” 

 In 1963, Edmund Gettier wrote a short paper purporting to show that knowledge is not true 

justified belief.  His argument proceeded by way of two counter-examples, each of which seemed to 

show that a belief could be both true and justified and yet not amount to knowledge.  Here are two 

examples that are in the spirit of Gettier’s originals.   

 
Case 1.  On the basis of excellent reasons, S believes that her co-worker Mr. Nogot owns a Ford: 
Nogot testifies that he owns a Ford, and this is confirmed by S’s own relevant observations.  From 
this S infers that someone in her office owns a Ford.  As it turns out, S’s evidence is misleading and 
Nogot does not in fact own a Ford.  However, another person in S’s office, Mr. Havit, does own a 
Ford, although S has no reason for believing this.xxxix 
 
 
Case 2. Walking down the road, S seems to see a sheep in the field and on this basis believes that 
there is a sheep in the field.  However, due to an unusual trick of light, S has mistaken a dog for a 
sheep, and so what she sees is not a sheep at all.  Nevertheless, unsuspected by S, there is a sheep in 
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another part of the field.xl 
 
In both of these cases the relevant belief seems justified, at least in senses of justification that 

emphasize the internal or the subjective, and in both cases the relevant belief is true.  Yet in neither 

case would we be inclined to judge that the person in question has knowledge. 

 These examples show that internal and/or subjective justification is not sufficient for 

knowledge.  Put another way, they show that knowledge requires some stronger relation between 

belief and truth.  From the perspective of a virtue theory, there is a natural way to think of this 

stronger relation.  For it is natural to distinguish between a) achieving some end by luck or accident, 

and b) achieving the end through the exercise of one’s abilities (or virtues).  This suggests the 

following difference between Gettier cases and cases of knowledge.  In Gettier cases, S believes the 

truth, but it is only by accident that she does so. In cases of knowledge, however, it is no accident 

that S believes the truth.   Rather, in cases of knowledge S believes the truth as the result of her own 

cognitive abilities—her believing the truth can be credited to her, as opposed to dumb luck or blind 

chance. 

 This suggestion is on the right track, but more needs to be said.  Here is why.  I said that the 

difference between Gettier cases and cases of knowledge is that in the latter, but not the former, it is 

to S’s credit that she believes the truth.  Put another way, in cases of knowledge S is responsible for 

believing the truth, because she believes it as the result of her own cognitive abilities.  But in the 

Gettier cases above, S does exercise her cognitive abilities, and this is partly why she believes the 

truth. Hence it is not clear that Gettier cases and cases of knowledge can be distinguished as I have 

suggested—it is not clear why it is appropriate to credit S with true belief in cases of knowledge, and 

appropriate to deny credit in Gettier cases.  Again, more needs to be said.xli 

 The first thing to note is that attributions of credit imply attributions of causal responsibility.  As 

I suggested above, to give S credit for her true belief is to say that she “is responsible” for her 
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believing the truth—that her believing the truth “is the result” of her own abilities or virtues.  This is 

in fact a general phenomenon.  According to Aristotle, actions deserving moral credit “proceed from 

a firm and unchangeable character.”xlii  When we give credit for an athletic feat, we imply that it is 

the result of athletic ability, as opposed to good luck, or cheating, or a hapless opponent. In all such 

cases, an attribution of credit implies an attribution of causal responsibility for the action in 

question—it implies that the cause of the action is relevant abilities (or virtues) in the actor. 

 The second thing to note is that attributions of causal responsibility display an interesting 

pragmatics. Specifically, when we say that Y occurs because X occurs, or that Y’s occurring is due to 

X’s occurring, we mark out X’s occurring as a particularly important or salient part of the causal 

story behind Y’s occurring.  For example, to say that the fire occurred because of the explosion is 

not to say that the explosion caused the fire all by itself.  Rather, it is to say that the explosion is a 

particularly important part, perhaps the most important part, of the whole story.  Or to change the 

example: to say that the fire occurred because of S’s negligence is not to say that S’s negligence 

caused the fire all by itself.  Rather, it is to say that S’s negligence is a particularly salient part, 

perhaps the most salient part, of the set of relevant factors that caused the fire. 

 What determines salience?  Any number of things might, but two kinds of consideration are 

particularly important for present purposes.  First, salience is often determined by what is abnormal in 

the case.  For example, we will say that sparks caused the fire if the presence of sparks in the area is 

not normal.  That explanation misfires, however, if we are trying to explain the cause of a fire in a 

welding shop, where sparks are flying all the time.  Second, salience is often determined by our 

interests and purposes.  If the thing to be explained is smoke coming from the engine, for example, we 

will look for the part that needs to be replaced.  Here it is perfectly appropriate to say that the cause 

of the smoke is the malfunctioning carburetor, although clearly a faulty carburetor cannot cause 

smoke all by itself. 
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 And now the important point is this: Since attributions of credit imply attributions of causal 

responsibility, the former inherit the pragmatics of the latter. Specifically, to say that S’s believing the 

truth is to her credit is to say that S’s cognitive abilities, her intellectual virtues, are an important part 

of the causal story regarding how S came to believe the truth.  It is to say that S’s cognitive abilities 

are a particularly salient part, perhaps the most salient part, of the total set of relevant causal factors. 

 We may now return to the diagnosis of Gettier problems that was suggested earlier.  There I said 

that in Gettier cases S believes the truth, but it is only by accident that she does so.  This was 

opposed to cases of knowledge, where it is to S’s credit that she believes the truth, because she does 

so as the result of her own cognitive abilities.  However, this diagnosis led to the following question: 

Why is it appropriate to credit S with true belief in cases of knowledge, but not in the two Gettier 

cases above, given that in all these cases S’s abilities are part of the causal story regarding how S 

came to have a true belief? We now have an answer to that question: In cases of knowledge, but not 

in Getteir cases, S’s abilities are a salient part of the causal story regarding how S came to have a true 

belief.  It is plausible, in fact, that our cognitive abilities have a kind of “default” salience, owing to 

our interests and purposes as information-sharing beings.  In Gettier cases, however, this default 

salience is trumped by something abnormal in the case.  For example, someone in the office owns a 

Ford, but it is not the person who S thinks it is.  There is a sheep in the field, but it is not in the 

place that S is looking.  In these cases it is only good luck that S ends up with a true belief, which is 

to say that S’s believing the truth cannot be put down to her abilities.  

 These considerations suggest the following account of knowledge. 

S has knowledge regarding p if and only if 
 
1. S’s belief B(p) is subjectively justified in the following sense: B(p) is produced by cognitive 

dispositions that S manifests when S is motivated to believe what is true, 
2. S’s belief B(p) is objectively justified in the following sense: B(p) is produced by one or 

more intellectual virtues of S; i.e. by one or more of S’s cognitive abilities or powers, and 
3. S believes the truth regarding p because S believes p out of intellectual virtue. 

Alternatively: The intellectual virtues that result in S’s believing the truth regarding p are 
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an important necessary part of the total set of causal factors that give rise to S’s believing 
the truth regarding p. 

 
If we stipulate that intellectual virtues involve a motivation to believe the truth, we may collapse the 

above account as follows. 

 
S has knowledge regarding p if and only if S believes the truth regarding p because S believes p 
out of intellectual virtue.xliii 
 

5. The Value Problem. 

In recent work Linda Zagzebski has called attention to the value problem for knowledge.xliv  An 

adequate account of knowledge, she points out, ought to explain why knowledge is more valuable 

than mere true belief.  The account of knowledge presented above readily suggests an answer to that 

problem 

 Recall Aristotle’s distinction between a) achieving some end by luck or accident, and b) 

achieving the end through the exercise of one’s abilities (or virtues).  It is only the latter kind of 

action, Aristotle argues, that is both intrinsically valuable and constitutive of human flourishing.  

“Human good,” he writes, “turns out to be activity of soul exhibiting excellence.”xlv In this 

discussion Aristotle is clearly concerned with intellectual virtue as well as moral virtue: his position is 

that the successful exercise of one’s intellectual virtues is both intrinsically good and constitutive of 

human flourishing.  

 If this is correct then there is a clear difference in value between knowledge and mere true belief.  

In cases of knowledge, we achieve the truth through the exercise of our own cognitive abilities or 

powers, which are a kind of intellectual virtue. Moreover, we can extend the point to include other 

kinds of intellectual virtue as well.  It is plausible, for example, that the successful exercise of 

intellectual courage is also intrinsically good, and also constitutive of the best intellectual life.  And 

of course there is a long tradition that says the same about wisdom and the same about 

understanding.  On the view I am suggesting, there are a plurality of intellectual virtues, and their 
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successful exercise gives rise to a plurality of epistemic goods.  The best intellectual life-- intellectual 

flourishing, so to speak-- is rich with all of these.xlvi 
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