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I begin by making two clarifications regarding the topic of the paper. First, a number of positions in 

epistemology go by the name “contextualism.” One important kind of contextualism is “attributor 

contextualism,” or the thesis that the truth-value of a knowledge claim can vary across attributor contexts.i 

Put differently: the truth-value of a knowledge claim is relative to the context of attribution. Understood this 

way, contextualism is a semantic thesis about the word “knows” and related language, rather than a thesis 

about how one ought to respond to some traditional epistemological problem, such as the problem of 

skepticism. Here my primary concern is with contextualism as a semantic thesis. Contextualism in 

epistemology first gained interest as a response to skepticism and then to other traditional problems in 

epistemology. Nevertheless, questions about the semantics of epistemological discourse have become 

interesting in their own right, and in any case serve as a preliminary for the application of semantics to 

traditional problems. 

Second, I will be addressing contextualism in moral theory as well as contextualism in epistemology. In 

particular, I want to explore some moral analogues of attributor contextualism in epistemology. In Part One 

of the paper I try to get more clear on what attributor contextualism is and what its moral analogues look like. 

In Part Two of the paper I address two worries that might be raised about contextualism in epistemology and 

that carry over to its moral analogues: that contextualism robs epistemology (and moral theory) of a proper 

subject-matter, and that contextualism robs knowledge claims (and moral claims) of their objectivity. Here I 

defend two theses: 1) that these worries are appropriately directed at interest-dependent theories in general 

rather than at contextualism in particular, and 2) that the two worries are over-stated in any case. Even if our 

epistemological and moral discourse is interest-dependent in the way that contextualism implies, 

epistemology and moral theory retain their subject-matter, and epistemological and moral discourse retain the 

sort of objectivity we think they have. In Part Three of the paper I offer some considerations in favor of 

attributor contextualism over “subject-sensitive invariantism,” both in epistemology and in moral theory. I by 

no means claim to settle the issue here. Rather, I point to some methodological considerations that might help 

to do so. 



Part One: What is Contextualism? 

1. Contextualism in epistemology. 

As I said above, a number of positions in epistemology go by the name “contextualism.” One important kind 

of contextualism is “attributor contextualism.” Here is a fairly straightforward articulation of that position. 

AC. The truth-value of sentences of the form “S knows that p” (and the like) varies with the 

context of the speaker of the sentence. That is, for the very same S and p, at the very same 

time, a sentence of the form “S knows that p” can be true relative to one speaker context and 

false relative to a different speaker context. 

Notice that the thesis is meta-linguistic. More specifically, it is a thesis about the truth-values of sentences of 

a particular kind. The sentences in question are sentences that use epistemic predicates to attribute or deny 

epistemic properties. The paradigmatic case is that in which the speaker uses a sentence of the form “S 

knows that p” to attribute knowledge. Hence the label “attributor contextualism.” 

2. Two kinds of attributor contextualism. 

a. Standards contextualism. 

The “standard” kind of attributor contextualism in epistemology is “standards” contextualism. That is, the 

standard position is that the truth-values of knowledge attributions vary with attributor context because the 

standards for “knows” vary with attributor context. 

For example, consider the following “low-stakes” situation: Keith’s uncle wants to find out whether the bank 

is open on Saturday because he would like to deposit his paycheck sooner rather than later. Nothing much 

depends on whether the bank is open. The only cost of being wrong about this is that he will have wasted a 

trip to the bank on Saturday if it is closed. In this context, Keith’s uncle calls him on the phone and Keith 

says “I know that the bank is open,” basing his claim on the grounds that he was at the bank two weeks ago 

on a Saturday and found that it was open until noon. Intuitively, Keith’s claim that he “knows” is true. 

Now consider the following “high-stakes” situation: Keith’s cousin wants to find out whether the bank is 

open on Saturday because he has just written a large and important check that will bounce if he does not 



make a deposit before Monday. If the check bounces, he will be in a very bad situation. In this context, 

Keith’s cousin calls him on the phone and Keith says “I know that the bank is open,” basing his claim on the 

grounds that he was at the bank two weeks ago on a Saturday and found that it was open until noon. 

Intuitively, Keith’s cousin should not accept Keith’s claim that he “knows.” Suppose that Keith’s cousin 

challenges his claim, pointing out that banks sometimes change their hours and that if Keith is wrong there 

will be overwhelming costs. Intuitively, he is right to say that Keith does not “know.” 

Standards contextualism diagnoses these intuitions in a plausible way: In low-stakes situations the standards 

for “knows” are relatively low, and accordingly knowledge attributions come out true more easily. In high-

stakes situations the standards for “knows” are relatively high, and accordingly knowledge attributions come 

out true less easily. For example, Keith’s evidence is good enough to make his knowledge claim true relative 

to his uncle’s low-stakes situation, but not good enough to make his knowledge claim true relative to his 

cousin’s high-stakes situation. 

b. A different sort of (attributor) contextualism. 

Again, standards contextualism is the standard kind of attributor contextualism in epistemology. However, I 

have defended the position that knowledge attributions are context-sensitive in a different way.ii The position 

begins with the idea that knowledge is a kind of success through ability. In cases of knowledge, one believes 

the truth as the result of one’s own efforts and abilities, as opposed to believing the truth as the result of good 

luck or happy accident. 

However,  in cases of knowledge one does not believe the truth  solely as the result  of  one’s efforts and 

abilities. As in other cases of success through ability, the world must cooperate. For example, suppose that S 

sees clearly that a sheep is in the field. In that case, S forms a true belief as the result of S’s excellent vision, 

but only because conditions were favorable to the exercise of that ability. If the light had been bad, or if 

sheep did not reflect light, S would not have seen the sheep. In fact, in all cases of success through ability, 

one’s abilities will be a necessary but not sufficient condition of the success in question. 

Now consider a further complication: Not all success resulting from ability is creditable to the agent, because 

in some cases the ability is not involved in the right way. For example, suppose that S sees clearly that there 

is an animal in the field, and on that basis forms a true belief that there is a sheep. But in this case S mistakes 

a dog for a sheep. S’s belief is true, but that is because there is a sheep in a different part of the field, hidden 

from view. In this case there is success (a true belief) and there is ability (excellent vision), but the success is 

not related to the ability in the right way. In this sort of case, S’s true belief cannot be credited to her. 

Certainly, S does not know that there is a sheep in the field 



In both cases above, S’s ability is a necessary but not sufficient condition for success. That is, in both cases, 

S’s excellent vision is a necessary but not sufficient condition for true belief.  So what is the difference 

between the two cases? The difference, I want to suggest, is that of explanatory salience. In the first case, but 

not the second, S’s excellent vision is a salient (or important) factor in the explanation  why S has a true 

belief. 

We may generalize this suggestion, first with respect to knowledge and second with respect to creditable 

success  more  broadly.  In  cases  of  knowledge,  S’s  intellectual  abilities  will  be  a  salient  factor  in  an 

explanation why S believes the truth. More exactly, an exercise of S’s abilities will be important in such an 

explanation. For example, in cases of knowledge S believes the truth because S saw clearly, or remembered 

accurately, or reasoned properly, where “because” serves to mark an explanation. Even more broadly, in all 

cases of creditable success, S’s agency will be salient in an explanation regarding how the success came 

about. For example, it will be right to say that S saved the child because S acted bravely, or that S won the 

race because she ran well. In cases of knowledge, as in cases of creditable success in general, ability explains 

success. 

What does all this have to do with contextualism? In short, the present thesis is that knowledge attributions 

are a kind of credit attribution, and that credit attributions in general involve causal explanations: To say that 

a person S is creditable for some state of affairs A, is to say that S’s agency is salient in an explanation 

regarding how or why A came about.  Now add a  further,  plausible  thesis:  that  the semantics of causal 

explanation language requires a contextualist treatment. 

Consider, for example, the cause of a car crash at a major intersection. The police at the scene deem that the 

crash was caused by excessive speed, and accordingly they issue the driver a summons. Later in the year, city 

planners consider the crash along with several others that occurred at the same location. They determine that 

the crash was caused by difficult traffic patterns and recommend changes to the Board of Transportation. 

Who is right, the police or the planners? 

One wants to say, of course, that they are both right. To say that excessive speed caused the crash is to pick 

out one necessary part of a much broader set of causal conditions. To say that difficult traffic patterns caused 

the crash is to do the same. Plausibly, the different interests and purposes governing traffic enforcement and 

traffic planning make different explanations appropriate. City police, in their capacity, appropriately blame 

the crash on excessive speed, considering the difficult traffic patterns to be part of the normal background. 

City  planners,  in  their  capacity,  appropriately  blame  the  crash  on  difficult  traffic  patterns,  considering 

speeding drivers to be part of the normal background. What counts as “the explanation” or “the cause” of the 

crash is relative to these different contexts. 

Putting all this together, we get the result that knowledge attributions are sensitive to context because they 



involve causal explanations, and causal explanations are sensitive to context. Knowledge attributions inherit 

the context-sensitivity of causal explanations. 

If this is right, then there should be cases where the truth-value of a knowledge attribution seems to vary with 

context, and where the variation in truth-value seems to sway with the salience of S’s abilities in explaining 

how S came to have the true belief in question. Here is a pair of cases I have proposed elsewhere. 

CASE 1: The Gambler and his Wife 

Gambler: I knew that horse would win! 

Wife: You knew no such thing, you idiot! That horse could have lost-- you nearly threw away our rent money 

again! 

Gambler: No—I knew she would win! I’ve been watching that horse for months now, and I knew that she 

would run great in these conditions. 

Wife: You son-of-a-bitch. 

CASE 2: The Gambler and his Buddies 

First Gambler: How did you know that horse was going to win? 

Second Gambler: Are you kidding? I’ve seen her run in mud before, and the only horse in the race that could 

touch her was pulled just before post time. When I saw that, I ran to the betting window. 

First Gambler: You son-of-a-bitch. 



Here is a plausible explanation of the two cases (so say I). In the first context, the wife rightly rejects the 

gambler’s knowledge claim. Their financial situation and his gambling history make salient the role of luck 

in picking winning horses, while at the same time undermining the salience of the gambler’s abilities. The 

gambler’s knowledge claim is therefore false relative to that context. In the second context the knowledge 

claim is accepted by all involved. Here the role of luck is taken for granted, and salience attaches to the 

relevant abilities of the gambling buddies. Relative to that context, the gambler’s knowledge claim is true, or 

at least more plausibly true. 

When I say “or at least more plausibly true,” obviously I am hedging. Perhaps a gambler’s abilities are never 

salient enough, or perhaps never good enough, to count as “the cause” of a true belief. Nevertheless, the 

cases illustrate how levels of explanatory salience can shift relative to different contexts, and how this can 

include shifts in the salience of intellectual ability. Moreover, this second sort of contextualism is made 

independently plausible by the line of reasoning we saw above: 

1. Knowledge attributions involve causal explanations. 

2. Causal explanations require a contextualist semantics. 

Therefore, 

3. Knowledge attributions require a contextualist semantics. 

3. Moral analogues to contextualism in epistemology. 

We have now seen two kinds of attributor contextualism in epistemology: standards contextualism and (for 

lack of a better name) “explanatory salience contextualism.” Clearly, moral analogues to these positions are 

possible. First, one might think that the truth-values of sentences making moral claims vary across attributor 

context,  according to  different  moral  standards  in  play  in  those  contexts.  Such a  position  entails  moral 

relativism, understood as the thesis that moral claims are not true absolutely, but only relative to varying 

moral standards. In the remainder of this paper, however, I want to focus on the second sort of attributor 

contextualism and its moral analogue. The moral analogue says that some moral claims function as credit 

attributions (or discredit attributions.) That is, some moral claims attribute moral credit (or discredit) to a 



moral  agent,  thereby  inheriting  the  semantics  of  credit  attributions  and  causal  explanation  language  in 

general. 

Just  as  knowledge  attributions  imply  that  the  efforts  and  abilities  of  some  knower  are  salient  in  the 

explanation of an intellectual success, some moral claims imply that the efforts and abilities of a moral agent 

are salient in the explanation of some moral success or failure. The most obvious candidates are attributions 

of moral responsibility, and this is the position I will consider. The position, then, is that attributions of moral 

responsibility imply a causal explanation for the moral success or failure in question, thereby inheriting the 

contextualist semantics of causal explanation language in general. For example, to say that S is morally to 

blame for the fire is to say that the fire occurred as a result of S’s agency. But of course it can’t be that S’s 

agency was  involved  in  just  any  way—the claim implies  that  S’s  agency is  important  or  salient  in  an 

explanation regarding why the fire occurred. And that sort of explanatory salience, the position claims, is 

relative to the interests and purposes at play in the attributor’s context.iii 

Part Two. What’s Wrong with Contextualism? 

1. Two worries about attributor contextualism. 

The merits of attributor contextualism are now hotly debated in epistemology. Early disputes tended to focus 

on the adequacy of contextualist responses to skepticism. More recently, controversy has focused on 

contextualism proper, or contextualism considered as a semantic thesis about “knows” and other epistemic 

language. Central here is work by “invariantists” such as John Hawthorne and Jason Stanley, who argue that 

linguistic intuitions and considerations about linguistic usage do not support a contextualist semantics for our 

epistemic discourse.iv I will not enter into either of these disputes here. That is, I will not consider the 

resources of contextualism for providing an answer to skepticism, nor will I look at arguments that challenge 

the linguistic data, or challenge whether that data supports one semantic theory or another. Rather, I want to 

look at two other worries that might be raised about contextualism in epistemology, and that might carry over 

to contextualism in moral theory as well. 

The first worry is that contextualism robs epistemology of a proper subject matter. If “knows” picks out 

different properties in different contexts, for example, then there is no such thing as knowledge proper, or the 

property of knowledge proper. Rather, there is only knowledge language, which refers to any number of 

properties in different contexts. Or suppose that “knows” does not pick out different properties in different 

contexts, but that truth-conditions for sentences of the form “S knows that p” nevertheless vary wildly across 

contexts. If that is the case then the subject matter of epistemology still loses its discipline. Put another way: 

our epistemological language fails to pick out a class of phenomena that admits of theoretical study. 



The second worry is that contextualism robs knowledge claims of their objectivity. More specifically, 

contextualism makes the truth of knowledge claims interest-dependent in a way that robs them of their 

objectivity. It shouldn’t be the case, for example, that the truth of Jack’s claim “I know there is water in the 

well” depends on whether Jill cares. 

Both worries carry over to the moral analogues of contextualism in epistemology. In fact, one might think, 

the worries are even more pressing in moral theory than in epistemology. Hence one might worry that moral 

contextualism robs normative ethics of a proper subject matter, and might find this more disturbing than a 

similar lack in epistemology. Likewise, I have already suggested that the moral analogue of standards 

contextualism entails a kind of moral relativism, and one might be no less worried about the moral analogue 

of “explanatory salience contextualism.” It shouldn’t be the case, for example, that Jack’s claim “Jill is 

blameworthy for pushing me down the hill” depends on whether Jill cares. 

2. Two Theses. 

In the remainder of this part of the paper I want to defend two theses: That the two worries raised above are 

best directed at interest-dependent theories in general rather than contextualism in particular, and that the two 

worries are overstated in any case. But in order to state the theses clearly we first need two distinctions. 

The first distinction is between attributor contextualism and invariantism. As we saw above, attributor 

contextualism is the thesis that the truth-value of knowledge claims is variable across attributor contexts, so 

that a sentence of the form “S knows that p” can be true in one attributor’s mouth while false in another’s. 

Invariantism is simply the denial of attributor contextualism. The second distinction we need is between 

interest-dependent theories and interest-independent theories. Interest-dependent theories hold that the truth-

value of knowledge claims depends on the interests and purposes of some person or group. Standards 

contextualism and explanatory salience contextualism are both interest-dependent theories. Interest-

independent theories simply deny this claim about the relevance of interests to the truth-value of knowledge 

claims. Hawthorne and Stanley, among others, have emphasized that the two distinctions cut across each 

other. Most importantly, invariantism is consistent with interest-dependence.v In fact, both Hawthorne and 

Stanley defend interest-dependent versions of invariantism about knowledge language. On their views, the 

truth-value of knowledge claims is dependent on the interests and purposes of the subject. As a result, the 

truth-value of a knowledge attribution is invariant across different attributor contexts. 

Here is Hawthorne. 



For suppose instead that the kinds of factors that the constextualist adverts to as making for acriber-

dependence—attention, interests, stakes, and so on—had bearing on the truth of knowledge claims 

only insofar as they were the attention, interests, stakes, and so on of the subject. Then the relevance 

of attention, interests, and stakes to the truth of knowledge ascritptions would not, in itself, force the 

thesis of semantic context-dependence. 

Here is the picture. Restricting ourselves to extensional matters, the verb ‘know’ picks out the same 

ordered triples of subject, time, and proposition in the mouths of any ascriber. However, whether a 

particular subject-time-proposition triple is included in the extension of ‘know’ depends not merely 

upon the kinds of factor traditionally averted to in accounts of knowledge—whether the subject 

believes the proposition, whether the proposition is true, whether the subject has good evidence, 

whether the subject is using a reliable method, and so on—but also upon the kinds of factors that in 

the contextualist’s hands make for ascriber-dependence. These factors will thus include (some or all 

of) the attention, interests, and stakes of the subject at that time.vi 

Accordingly, we get the following possible positions. 



Interest-dependent 
theories 

Interest-independent 
theories 

Invariantism Variantism 

(attributor contextualism) 

“Subject-sensitive 
invariantism” 

(Hawthorne, Stanley, 
Fantl and McGrath) 

Interest-dependent 
contextualism 

(Cohen, DeRose, Lewis) 

Absolutism 

(traditional views) 

Interest-independent 
contextualism 

(no takers) 

The Hawthorn-Stanley view has come to be known as “subject-sensitive invariantism.” I don’t like this label 

for the position, however, because it tends to obscure from view a possible version of attributor 



contextualism, i.e. one that allows the attributor context to be sensitive to the interests and purposes of the 

subject. Suppose that the interests and purposes operative in the attributor context are allowed to include 

those operative in the subject context. For example, suppose we are considering whether a third party claims 

that he “knows” that the bank is open on Saturday, based on the evidence that he was at the bank two weeks 

ago and it was open on Saturday then. Suppose also that nothing much depends on his being right for us but a 

lot depends on it for him. Intuitively, the third party’s claim is false. Hawthorne and Stanley argue that this 

sort of case makes trouble for attributor contextualism, since it is the interests of the subject that seem to be 

governing standards for “knowledge” here, rather than the interests of the attributor.vii But the case spells 

trouble only if attributor context cannot be sensitive to (cannot incorporate) the interests operative in the 

subject context. But why should that be the case? 

Suppose that Hawthorne is right that knowledge is the norm of practical reasoning, so that, other things 

equal, one should act only on what one knows. If we are considering whether we should go to the bank 

sooner rather than later, then it makes sense to consider what S knows relative to our interests and purposes. 

But if we are considering whether S should go to the bank sooner rather than later, then it makes sense to 

consider whether S knows relative to his interests and purposes. Such a position would remain a version of 

attributor contextualism, since the truth-values for knowledge attributions would continue to vary across 

attributor contexts. Nevertheless, some attributor contexts would be partly defined by subject interests. This 

suggests that attributor contextualism can either be “subject insensitive” or “subjective sensitive.”viii 

Accordingly, we get the following possible positions. 



Interest-dependent 
theories 

Interest-independent 
theories 

Invariantism Variantism 

(attributor contextualism) 

Interest-dependent 
invariantism 

Interest-dependent, 
subject-insensitive 
contextualism 

Interest-dependent, 
subject-sensitive 
contextualism 

Absolutism Interest-independent 
contextualism 



We are now in a position to state the two theses of Part Two of the paper. The first thesis is that the two 

worries raised above against contextualism (that epistemology loses its subject matter and that knowledge 

claims lose their objectivity) are really worries about interest-dependent theories in general rather than 

contextualism in particular. Accordingly, the recent dispute between interest-dependent invariantism and 

attributor contextualism is largely irrelevant in relation to these worries. The second thesis is that the two 

worries about interest-dependent theories are misguided. The ways in which knowledge claims are interest-

dependent threatens neither the subject matter of epistemology nor the objectivity of knowledge claims. The 

same goes for interest-dependence regarding moral claims: Both moral contextualism and interest-dependent 

invariantism make moral claims interest-dependent, but not in ways that are inconsistent with the sort of 

discipline and objectivity that we think moral claims have. In Part Three of the paper I will raise some 

considerations in favor of contextualism over invariantism. 

3. Thesis One: The two worries pertain to interest-dependent theories in general rather than 

contextualism in particular. 

Take the second worry first: that contextualism robs knowledge claims of their objectivity by making their 

truth-value interest-dependent. Clearly enough, interest-dependent invariantism also makes the truth value of 

knowledge claims interest dependent, now on the interests of the subject as opposed to the interests operative 

in the attributor context. And both sorts of dependence threaten to undermine objectivity. For example, it 

does seem initially odd (and perhaps worrisome) that the truth of S’s knowledge claim depends on whether 

we need to get to the bank before Monday. But so is it odd (and perhaps worrisome) that the truth of S’s 

knowledge claim depends on whether S needs to get to the bank before Monday. Likewise, it is initially odd 

or worrisome that the truth of Jack’s moral claim about Jill depends on whether Jack cares, but so is it odd or 

worrisome that the truth of Jack’s claim depends on whether Jill cares. In the end, of course, much will 

depend on how interests and purposes are supposed to affect the value of our knowledge claims and our 



moral claims. But as we will see below, options for a benign sort of interest-dependence are available to both 

contextualism and interest-dependent invariantism. 

What about the second worry, that contextualism robs epistemology of a proper subject matter? One way to 

put the worry is in terms of the property of knowledge. The problem is then this: If the word “knowledge” 

picks out different properties in different contexts, then there is no property of knowledge proper. Rather, 

there is only knowledge language, which picks out any number of properties in different contexts. One might 

develop this worry as follows: If the term “knowledge” is allowed to pick out different properties with 

different uses, then there is no guarantee that the various properties picked out will be interestingly related, or 

related in ways that satisfy theoretical purposes. Consider, for example, the term “tall,” as it occurs in the 

phrases “tall basketball player,” “tall building,” “tall drink of water,” and “tall order.” Presumably the 

meanings of “tall” in these phrases are related, so we don’t have straightforward lexical ambiguity. 

Nevertheless, we would not expect a theory of tallness that covers all of the properties picked out in these 

cases. 

There  is  a  sense,  however,  in  which  attributor  contextualism need not  hold  that  “knowledge”  refers  to 

different properties in different contexts. Specifically, it is open to the contextualist to hold that “knows” 

always picks out the same n-place relation, with at least one of the relata being fixed by attributor context. ix 

For example, the contextualist can hold that “knows” picks out a three-place relation between a person, a 

proposition, and an evidential standard, with attributor context determining the value of the standard place. In 

that case “knows” picks out the same relation, and in that sense the same property, across all attributor 

contexts. It is that relation (that n-place property) that would be the subject matter of epistemology. 

Nevertheless, the present worry can be pressed. Suppose that the term “knowledge” is univocal, in the sense 

that it picks out the same many-place relation across all attributor contexts, but that truth-conditions for 

sentences of the form “S knows that p” nevertheless vary widely. In some ways this will be unproblematic. 

For example, different sentences of the form “S knows that p” will pick out different subjects and different 

propositions. But suppose that the truth-conditions of knowledge claims also vary in ways that contextualism 

suggests. For example, suppose that evidential standards vary widely (and wildly), so that it is very easy for a 

sentence of the form “S knows that p” to come out true in some contexts, but almost impossible that it do so 

in others. Suppose that various other truth-conditions for “S knows that p” vary with practical interests as 

well. Call these “interest-dependent truth-conditions.” The current worry is then something like this: If the 

truth-conditions for sentences of the form “S knows that p” vary wildly across attributor contexts, then our 

knowledge language might not pick out any coherent or well-disciplined category of phenomena. And that 

means that epistemology will not have the sort of subject matter that admits of proper theorizing—it will not 

have a subject matter that allows of useful and informative generalizations. Once again, the worry is that 

epistemology as theory of knowledge becomes impossible. 



It would seem, however, that attributor contextualism and interest-dependent invariantism are once again on 

a par. For if interest-dependent invariantism is true, then there will be interest-dependent truth-conditions for 

knowledge attributions, and they will likewise be variable with different uses. Of course, truth-conditions for 

the same knowledge attribution will be invariant across attributor contexts—that is what makes interest-

dependent invariantism a form of invariantism! Nevertheless, different knowledge attributions will still have 

different interest-dependent truth conditions, depending on the different interests and purposes operative in 

their subject’s practical environment. For example, the standards of evidence picked out by “knows” will 

vary with the different practical environments of different subjects. And that, presumably, was the real worry 

all along; i.e. that our knowledge language will fail to pick out the same (or same enough) phenomena in its 

different uses. If attributor contextualism threatens to make a theory of knowledge impossible in this way, 

then so does interest-dependent invariantism. 

4. Thesis Two: The two worries are over-stated. 

a. Even if the truth-conditions for knowledge claims vary with practical interests, epistemology retains 

a proper subject matter. Likewise for moral claims and normative ethics. 

Suppose that  evidential  standards  for  sentences  of  the form “S knows that  p” vary relative to  different 

practical environments (either subject environments or attributor environments). It doesn’t follow from this 

that the phenomena picked out by our knowledge language will therefore lack the sort of discipline that 

admits of useful and informative theorizing. What does such discipline consist in? In other words, what 

would the phenomena picked out by “knows” have to be like in order to admit of useful and informative 

theorizing? First, the semantic value of “knows” cannot be so variable as to pick out wildly different and 

unrelated properties. For example, “knows” could not be like “bank,” with referents as diverse as riverbanks 

and lending institutions. But of course there is no reason to think that “knows” does this. On the contrary, it is 

plausible that all cases picked out by “knows” display similar structures along familiar dimensions. Thus 

Ernest Sosa writes as follows. 

Our concept of knowledge involves various dimensions each admitting of a threshold: (a) “belief”: 

how sure must  one be? (b) “justification”: how much rational  support  is  required for belief? (c) 

“reliability”: how reliable are one’s operative sources or faculties? (d) “safety”: how easily might one 

have been wrong; how remote is any possible belief/fact mismatch? . . . the more important questions 

in epistemology concern . . . the identity and nature of the relevant dimensions within which the 

thresholds must be set. x 



Moreover, there is reason to think that the situation is even better than this. Here I want to introduce two 

related ideas that will become more important below. I will not argue for either here, but I will note that each 

has  been  made  plausible  by  recent  work  in  epistemology.  The  first  is  an  idea  that  has  recently  been 

emphasized by, among others, Timothy Williamson and John Hawthorne: that knowledge is the norm of both 

assertion and practical reasoning.xi Other things equal, we ought to assert and act on what we know. The 

second idea has been defended at length by, among others, Edward Craig: that a primary function of our 

knowledge language is to flag good information and good sources of information.xii Putting the two ideas 

together, we get the following plausible claim: that a primary function of our knowledge language is to flag 

information for use in practical reasoning. Let’s assume for the sake of argument that this claim is not merely 

plausible—it is a fact about the nature and function of our knowledge language. This fact, I want to argue, 

creates considerable pressure towards stability regarding the truth-conditions of our knowledge claims. That 

is, even if the interest-dependent truth-conditions of knowledge claims vary across practical environments, 

the social function of those claims will severely restrict the ranges and kinds of variability that are allowed. 

For one,  if  knowledge is  for the purpose of practical  reasoning,  this requires that knowledge be widely 

attainable, and this puts pressure on the standards for knowledge in a downward direction. The argument here 

is  straightforward:  Knowledge  is  required  for  practical  reasoning,  and  practical  reasoning  is  widely 

necessary. Therefore, knowledge must be widely available to serve its  purpose.  Therefore,  the standards 

required for knowledge cannot be so high as to make knowledge less than widely available. That is, the 

standards cannot be so high if knowledge is to have the role that it does in our practical activities. 

Likewise, the demands of practical reasoning require that knowledge be imported across various practical 

environments, and this puts pressure on the standards for knowledge in an upward direction. Suppose that I 

need to know whether p, and that in a different context S claims, “I know that p.” For S to be a useful 

informant, for her to be a source of knowledge to be used in my practical reasoning, I have to be confident 

that the standards by which S counts as knowing in her context are at least as high as my practical reasoning 

requires. Again, the information-sharing function of our knowledge language puts pressure on the standards 

for knowledge in an upward direction. The standards for knowledge cannot be so low as to make knowledge 

widely unusable. 

The upshot is this: even if the standards for knowledge vary across practical environments, they will not vary 

widely  (or  wildly)  across  those  environments,  and  this  is  insured  by  the  functions  that  knowledge  our 

knowledge language play in our practical and social activities. 

This point was made regarding the standards for knowledge, but the same point can be made regarding other 

interest-dependent conditions as well. For example, I said that in cases of knowledge, S’s believing the truth 



is explained by an exercise of S’s intellectual ability. That is, S’s intellectual ability will be salient in an 

explanation why S believes the truth, where salience is at least partly a function of relevant interests and 

purposes. Which interests and purposes are relevant? On the present view, they will be the interests and 

purposes of practical reasoning, either in the subject’s practical reasoning environment or in the attributor’s 

practical reasoning environment, depending on the version of the view in question. It is plausible, however, 

that the practical interests and purposes of human individuals and groups are largely overlapping. We all 

share needs related to individual health, for example, as well as needs related to social well being. And to that 

extent, interests and purposes will be stable across different contexts of practical reasoning. Likewise, as we 

saw in  the  case  of  standards  for  knowledge,  the  need  for  sharing  knowledge  across  different  practical 

environements creates pressure towards stability. Given the information-sharing function of our knowledge 

language, we can expect that the mechanisms by which explanatory salience is distributed will be largely 

stable across practical contexts. 

In conclusion, we can expect that the phenomena picked out by our knowledge language will be disciplined 

and  stable  rather  than  undisciplined  and  chaotic.  Interest-relativity,  at  least  of  the  sort  suggested  by 

contextualism and interest-dependent invariantism, does not threaten to rob the theory of knowledge of a 

proper subject matter. What about moral language and moral theory? Presumably similar points can be made 

here, taking into consideration the importance of moral claims for practical reasoning. I will not try to do that 

in any detail here. However, some of what I say in Part Three of the paper will be relevant to this issue. 

b. Even if the truth-value of knowledge claims is interest-dependent, knowledge claims are not robbed 

of the sort of objectivity that we think they have. Likewise for moral claims. 

Certainly it would be odd or disturbing (or ugly, or we just wouldn’t like it) if the truth-value of knowledge 

claims and/or moral claims were interest-dependent in just any way. For example, suppose that S believes 

that the next plane will reach Chicago by 5pm, basing her belief on a published schedule. It seems wrong that 

her claim to know is false so long as her life depends on it, but then becomes true when that is no longer the 

case. Likewise for moral claims. It seems wrong that the truth-value of “Jill is to blame for pushing Jack 

down the hill” can change back and forth, depending on whether we care about Jack’s well being. 

The answer to this sort of worry, of course, is that interest-dependent theories are not committed to any such 

thing. That is, such theories are not committed to the claim that interests can affect truth-values in just any 

way. On the contrary, the most plausible interest-dependent theories will severely restrict the ways in which 

interests affect the truth-values of the moral and/or epistemic claims in question. Here two distinctions are 

especially important. 



First, we need to make a distinction between perceived interests and actual interests. Some contextualists, for 

example, write as if attributor context is a function of the perceived interests of the attributor, as opposed to 

the attributor’s actual interests, whether or not perceived to be such. Second, we need to make a distinction 

between the interests of the individual and the interests of the group. Again, interest-dependent theorists often 

write as if it is the interests of some individual alone (the attributor or the subject) that constitute the relevant 

practical  environment.  But in both cases the alternative option is more plausible. For example, it  seems 

downright  implausible  that  the  truth-value  of  moral  claims  depends  on  the  perceived  interests  of  some 

individual. By contrast, it is not at all implausible that the truth-value of moral claims depends on the actual 

interests of some group. In fact, it seems downright implausible that this is  not the case. For example, it 

seems implausible that whether some action is wrong, or whether some state of affairs is blameworthy, is 

entirely independent of human interests and purposes. Different theories will make different claims about 

how the truth-values of moral claims are dependent on human interests and purposes, but that they are seems 

plausible, if not obvious. 

Something similar can be said of knowledge claims. At least the following seems right: It is more plausible 

that the truth-values of knowledge claims depend on the actual interests of some relevant group, than it is that 

they depend on the perceived interest of some individual. The most plausible interest-dependent theories will 

be formulated accordingly. 

Part Three. Contextualism vs. Interest-dependent Invariantism. 

In this last part of the paper I want to raise some considerations in favor of attributor contextualism over 

interest-dependent invariantism. As I said above, I don’t pretend to have any knockdown arguments here. 

Rather, I want to raise, in a preliminary way, some methodological considerations about how we ought to 

decide the case. Second, I want to argue that these considerations at least point us in the direction of 

attributor contextualism for knowledge claims and moral responsibility claims. 

1. Contextualism regarding knowledge attributions. 

The usual methodology for adjudicating between contextualism and interest-dependent invariantism in 

epistemology is two-fold: consult our intuitions about possible cases, and consult the linguistic data regarding 

actual language use. We may include in the latter descriptions about how certain grammatical kinds in our 

language in fact behave. So, for example, it is common to describe the ways that indexicals behave, and to 

describe analogies or disanalogies with “knows.” This methodology invites different ways to explain the 



relevant data. For example, contextualists and invariantists will offer competing explanations for why a 

knowledge claim seems true or seems false in a possible case, with one side explaining the intuition in terms 

of semantic competence, the other in terms of pragmatics, perhaps together with “semantic blindness.” This 

sort of methodology has made for a number of interesting arguments and important insights. Moreover, it 

would seem that the methodology is absolutely essential for adjudicating the dispute at hand. 

Nevertheless, I think we can supplement this two-fold methodology in a fruitful way. Specifically, we can 

ask what our concept of knowledge and our knowledge language are for. We can ask what roles they play in 

or conceptual economy and our linguistic practices. By doing so, I suggest, we gain further insight about how 

our concepts and language can be expected to behave. This same methodology has recently been defended by 

Edward Craig. 

There seems to be no known language in which sentences using “know” do not find a comfortable 

and colloquial equivalent. The implication is that it answers to some very general needs of human life 

and thought, and it would surely be interesting to know which and how . . . . 

Instead of beginning with ordinary usage, we begin with an ordinary situation. We take some prima 

facie plausible hypothesis about what the concept of knowledge does for us, what its role in our life 

might be, and then ask what a concept having that role would be like, what conditions would govern 

its application.xiii 

What might such a “prima facie plausible hypothesis” be? We have already seen some suggestions in this 

direction. Specifically, we have already considered two ideas that I would like to reintroduce now: that 

knowledge is the norm of practical reasoning, and that an important function of our knowledge language is to 

flag good information and good sources of information. This latter idea has been defended in detail by Craig. 

Human beings need true beliefs about their environment, beliefs that can serve to guide their actions 

to a successful outcome. That being so, they need sources of information that will lead them to 

believe truths . . . So any community may be presumed to have an interest in evaluating sources of 

information; and in connection with that interest certain concepts will be in use. The hypothesis I 

wish to try out is that the concept of knowledge is one of them. To put it briefly and roughly, the 



concept of knowledge is used to flag approved sources of information.xiv 

Putting the two ideas together, we get the following plausible thesis: that an important function of our 

concept of knowledge and our knowledge language, perhaps its primary function, is to flag information and 

sources of information for use in practical reasoning. 

Now suppose this is right. Does that speak in favor of attributor contextualism or interest-dependent 

invariantism? To my mind, it speaks in favor of attributor contextualism. More specifically, it speaks in favor 

of a version of attributor contextualism that allows the attributor context to be sensitive to the interests and 

purposes operative in the subject’s practical environment. My thinking is this: if the function of knowledge is 

to serve practical reasoning, it should be tied to the interests and purposes that are relevant to the practical 

reasoner at issue. 

To make the point more clearly we may use Hawthorne’s notion of a “practical environment.” One’s 

practical environment is constituted by those aspects of one’s environment that are relevant to practical 

reasoning. Often enough, the practical reasoner with whom we are concerned will be in the attributor’s 

practical environment. Often enough, that is, one attributes knowledge for the purpose of practical reasoning 

in one’s own practical environment. But sometimes the practical reasoner will be outside the attributor’s 

practical environment. For example, sometimes we attribute knowledge for the purpose of practical reasoning 

in the subject’s practical environment. In that case, it would seem, it is the interests and purposes operative in 

the subject’s practical environment that are relevant. 

These considerations suggest the following general rule: the truth-value of knowledge attributions (and the 

like) depends on the interests and purposes operative in the relevant practical reasoning environment. 

Sometimes this will be the practical environment of attributor, sometimes that of the subject, and sometimes 

that of some third party. The position that results, however, will be a version of attributor contextualism, 

since it entails that the truth-value of knowledge claims is variable over attributor contexts. More exactly, the 

position is a version of interest-dependent, subject-sensitive contextualism. 

As I said above, these remarks are at best suggestive. I don’t pretend to have established the present version 

of contextualism over its competitors. It is worth noting, however, that the proposed view does very well in 

relation to Hawthorne’s scorecard for evaluating contextualist and invariantist positions. In fact, it does better 

than any position that Hawthorne considers. Not pretending to have argued for these claims, I will simply 

assert  the  following:  subject-sensitive  contextualism  respects  the  Moorean  constraint  that  most  of  our 

knowledge claims are true, respects plausible closure principles, preserves the intuitive connections between 



knowledge,  assertion and practical  reasoning,  and can (near  enough)  respect  disquotational  schemas for 

‘knows’. We get this last result because all knowledge attributions must satisfy fairly high minimal standards, 

and so a knowledge claim in one practical reasoning context can normally be imported into another. I say 

“near enough” because there will be exceptions to this general rule. Specifically, we cannot disquote into 

contexts  where stakes drive relevant standards unusually high.  That there are such exceptions, however, 

seems correct. That is, we do not expect disquotation to go in that direction.xv 

Finally,  the proposed view deals  nicely with the sort  of  counter-example that  we saw proposed against 

contextualism above. So long as attributor contexts can be sensitive to the practical reasoning demands of the 

subject,  we get  the intuitively right  result  concerning attributions of knowledge to a  high-stakes subject 

context  from a  low-stakes  attributor  context.  For  example,  consider  the  case  where  we  are  considering 

whether S “knows” that the bank will be open on Saturday, based on the evidence that he was at the bank two 

weeks ago and it was open on Saturday then. Nothing much depends on his being right for us but a lot 

depends on it for him. Intuitively, we should judge that S’s claim to “know” is false, even though we are 

evaluating his claim from a low-stakes context. As Hawthorne and Stanley point out, it seems that it is the 

interests and purposes operative in the subject’s practical environment that should govern the standards for 

“knowledge” here. But so long as the attributor context can be properly sensitive to the interests operative in 

the subject’s practical environment, attributor contextualism can accommodate this point. More specifically, 

insofar as it is the practical reasoning of the subject that is at issue in the case, the present view rules that it is 

the interests and purposes operative in the subject’s practical environment that ought to govern our evaluation 

of the knowledge claim. On the other hand, if the knowledge claim is being evaluated for use in our own 

practical reasoning, then it is the interest and purposes operative in our own practical environment that should 

govern. All that seems intuitively correct. 

2. Contextualism regarding moral responsibility attributions. 

The above considerations, though somewhat speculative, point in the direction of attributor contextualism in 

epistemology. I will end with some considerations, perhaps even more speculative, in favor of attributor 

contextualism regarding attributions of moral responsibility. 

Following the methodology suggested above, we ought first to ask what moral responsibility attributions are 

for.  Obviously  enough,  a  primary  function  of  moral  responsibility  attributions  is  to  attribute  moral 

responsibility. But we can ask: Why do we make attributions of moral responsibility? One important function 

of such attributions is to express moral praise or moral blame for some event or state of affairs. Another is to 

assign rewards or punishments. We now may ask: Why do we express moral praise and moral blame, and 

why do we assign rewards and punishments? And a plausible answer to this question is that we do so for all 



sorts of reasons. This suggests that moral responsibility attributions serve different interests and purposes in 

different contexts of attributions,  further suggesting some kind of attributor contextualism for our moral 

responsibility language. 

For example, suppose that a teen-age boy, after enduring years of various hardships and horrors, kills one of 

his two abusive parents. Let’s say it is the father. Is the boy morally responsible for the father’s death? 

Typically, the events leading up to this sort of thing will be varied and complex. They will include, among 

many other things, abuse by the parents, willful ignorance by family and friends, failures by the school and 

social service systems, some more immediate precipitating event, and finally decisions and actions by the 

boy within this broader context. Now consider: According to a plausible account of moral responsibility, the 

boy is morally responsible for his father’s death only if he is causally responsible for his father’s death. And 

according to a plausible account of causal responsibility, the boy is causally responsible for the death only if 

his  own  agency  is  sufficiently  salient  in  an  explanation  why  the  death  occurred.  But  remember  that 

explanatory  salience  is  context-dependent.  More  specifically,  the  explanatory  salience  that  a  causal 

contributor  has  depends (in  part)  on the  interests  and  purposes  operative  in  the  context  of  explanation. 

Finally, consider that the interests and purposes operative in relevant contexts will be varied. Citing only a 

few such interest sets, we have: those operative for the police at the scene of the crime; those operative for 

the judge during the trial; those operative for the judge during sentencing; those operative in the evaluation of 

the social service agencies involved; those operative for the social workers and psychologists charged with 

devising a treatment plan for the boy; those operative for the boy’s priest during the boy’s confession; etc. 

Plausibly, the truth-value of causal responsibility claims, and therefore the truth-value of moral responsibility 

claims, will be variable across these different contexts. 

Consider the following two claims. 

1. “The boy is (causally) responsible for his father’s death.” 

2. “The boy is (morally) responsible for his father’s death.” 

Plausibly, the truth-value of claim B depends on the truth-value of claim A. But since the truth-value of A is 

variable across different contexts of explanation, the truth-value of B is as well. 

In conclusion, I have argued here for two theses. The first is that two worries that might be raised against 



attributor  contextualism  are  appropriately  directed  at  interest-dependent  theories  in  general  rather  than 

contextualist theories in particular. The second is that the two worries are misguided: interest-dependent 

theories need not rob epistemology or moral theory of a proper subject matter, and they need not rob our 

epistemological and moral claims of the sort of objectivity that we think they have. Finally, I have raised 

some considerations  in  favor  of  contextualism over  interest-dependent  invariantism,  both for  knowledge 

attributions and moral responsibility attributions. In particular, I have argued in favor of “subject-sensitive 

contextualism,” or a version of attributor contextualism that allows attributor context to be sensitive to the 

interests and purposes operative in the subject’s (or some other relevant) practical environment. xvi 
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